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ABSTRACT
We aim at reducing the number of distance computations as
much as possible in the inexact indexing schemes which sort
the objects according to some promise values. To achieve
this aim, we propose a new probability-based indexing scheme
which can be applied to any inexact indexing scheme that
uses the promise values. Our scheme (1) uses the promise
values obtained from any inexact scheme to compute the
new probability-based promise values. In order to estimate
the new promise values, we (2) use the object-specific pa-
rameters in logistic regression and learn the parameters us-
ing MAP (Maximum a Posteriori) estimation. We also pro-
pose a technique which (3) speeds up learning the param-
eters using the promise values. We applied our scheme to
the standard pivot-based scheme and the permutation-based
scheme, and evaluated them using various kinds of datasets
from the Metric Space Library. The results showed that our
scheme improved the conventional schemes, in all cases.

Categories and Subject Descriptors
H.3.1 [Information Storage and Retrieval]: Content
Analysis and Indexing—Indexing methods; I.2.6 [Artificial
Intelligence]: Learning—Parameter learning
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1. INTRODUCTION
A number of distance-based indexing methods have been

developed in the area of similarity search to reduce the num-
ber of objects to be compared (i.e. the number of distance
computations) at query time [5, 15]. Since distance com-
putations are generally quite expensive, these methods can
find the objects within a fixed distance to the query (range
query) or the K nearest neighbors to the query (K-NN
query) faster than the sequential scan. The main feature
of these methods is that they can be applied as long as
distance measures are defined. They have a variety of appli-
cations which retrieve complex data such as audio, images,
documents, and biometric data.

One way to categorize distance-based indexing methods
is based on whether it is guaranteed to return the correct
result or not. The former is called exact indexing schemes,
while the latter is called inexact indexing schemes. Exact
indexing schemes make use of the triangle inequality which
is effective in low dimensional spaces. However, they suffer
from the curse of dimensionality: they have to compare al-
most all the objects when the intrinsic dimensionality [5] is
very high. Inexact indexing schemes are designed to quickly
find an approximate answer even in such cases. For exam-
ple, some inexact schemes compare the objects (to be more
strict, the non-pivots) in ascending (or descending) order of
so-called promise values [4] which are easily computed and
highly relevant to the true distances, stopping searching at
some halting point. These schemes can control the trade-off
between the number of distance computations required and
the number of correct answers retrieved by adjusting the
halting point.

One of the most successful inexact indexing schemes is
a permutation-based scheme [4, 1]. This is a promise value
based scheme mentioned above and significantly outperforms
the other techniques. This scheme first selects some pivots



from the objects in the database. Then, it computes and
stores for each object a permutation where the pivot IDs
are written in ascending order of distances from the object.
At query time, it computes the rank correlation between
the query’s permutation and the object’s permutation as a
promise value.

Another example is a distance regression scheme [6] which
outperformed the permutation-based scheme in some cases.
At indexing time, this scheme computes the regression co-
efficients in a linear regression model. At query time, this
scheme computes for each object, using the distances be-
tween the query and all pivots, either of the following as a
promise value: the estimate of the distance to the query or
the probability of being part of the range query result. The
former distance-based promise value is computed by assum-
ing the linear regression model. The latter probability-based
promise value is computed by further assuming that the es-
timation errors are normally distributed. The probability-
based promise value makes it possible to compare the ob-
jects in descending order of the probability of being a correct
answer in range queries. Thus, it maximizes the expected
number of correct answers retrieved for any given halting
point if the probability is correctly estimated. However, it
performed worse than the distance-based promise value in
their experiments, which indicates the further assumption
about the estimation errors may not be appropriate.

The motivation of our work is based on the fact that
(1) some promise value based schemes provide a very good
trade-off between response time and accuracy and (2) the
probability-based scheme can provide an optimal trade-off
in range queries if the probability is correctly estimated.
Taking these matters into account, we propose a new, more
versatile probability-based indexing scheme. Our scheme
differs substantially from [6] in that it does not use the dis-
tances between the query and all pivots, but uses the promise
values from any inexact scheme to compute the probability-
based promise values. The main contributions are as follows:

1. We propose a probability-based indexing scheme which
uses the promise values from any inexact scheme to
compute the new promise values. Our scheme can
be used to enhance the performance of any existing
promise value based scheme.

2. We propose an algorithm which computes the probability-
based promise values using the object-specific param-
eters in logistic regression [3], and learns the param-
eters using MAP (Maximum a Posteriori) estimation
[3]. This is a simple way to correctly estimate the
probability-based promise values.

3. We propose a technique which speeds up learning the
parameters using promise values. This technique sig-
nificantly reduces the time to learn the parameters
while keeping the performance as much as possible.

We applied our scheme to the inexact schemes including
the permutation-based scheme, and evaluated them using
various kinds of datasets from the Metric Space Library [10].
The results were successful: our scheme always improved the
conventional schemes, and significantly so in some cases.

This paper is organized as follows. Section 2 gives the def-
initions used in this paper. Section 3 reviews the previous
work closely related to ours. Section 4 explains the search

Table 1: Notations used in this paper.

Symbol Description
X universe of objects
U set of objects in the database U ⊂ X
UP set of pivots UP ⊂ U
UN set of non-pivots UN = U\UP

n number of objects in the database
k number of pivots
q query q ∈ X
ui i-th object in the database ui ∈ U (1 ≤ i ≤ n)
d distance function d: X× X→ R
Φ distance vector function Φ: X→ Rk

s promise value function s: X× X→ R

algorithm and the learning algorithm in our scheme. Sec-
tion 5 shows the experimental results using various kinds of
datasets. Section 6 discusses the results. Finally, Section 7
concludes this paper with directions for the future.

2. DEFINITIONS
Let X be a universe of objects, q ∈ X a query, U = {ui|1 ≤

i ≤ n} ⊂ X a finite set of objects in the database, and d:
X × X → R a distance function. Then, a range query is
expressed as (q, r), where r is a search radius and the goal
is to find a set of objects {ui ∈ U|d(q, ui) ≤ r}. A K-NN
query is expressed as (q, K), where the goal is to find the K
objects of U that are closest to q.

Let us explain the most basic type of promise value based
scheme whose performance was evaluated in [4]. To be-
gin with, the index is constructed as follows: (1) k (� n)
pivots are selected from the objects in the database; (2)
The distance of every non-pivot to every pivot is computed
((n− k)× k distances in total) and stored in the database.
We assume that UP = {ui|1 ≤ i ≤ k} ⊂ U is a set of pivots
and UN = {ui|k + 1 ≤ i ≤ n} = U\UP is a set of non-pivots
without loss of generality. Let Φ: X → Rk be a distance
vector function which maps the object o ∈ X to the distance
vector (d(o, u1), · · · , d(o, uk))T . The index of this scheme is
the distance vector of every non-pivot Φ(uk+1), · · · , Φ(un).

The search is carried out as follows: (1) The distance
d(q, ui) is computed for each pivot ui ∈ UP and Φ(q) is
obtained; (2) The promise value is computed for each non-
pivot ui ∈ UN using Φ(uk+1), · · · , Φ(un) and Φ(q); (3) The
distance d(q, ui) is computed for the non-pivot ui ∈ UN

in ascending order of the promise values; (4) The search is
stopped at some halting point and the result of either range
queries or K-NN queries is output.

Let s: X × X → R be a promise value function. The
promise values s(q, ui) between q and ui ∈ UN are computed
using, for example, Lp norms between Φ(q) and Φ(ui) which
is given by

Lp(Φ(q), Φ(ui)) =

k∑
j=1

(d(q, uj)− d(ui, uj))
p. (1)

This scheme can be regarded as a modification of LAESA
(Linear Approximating and Eliminating Search Algorithm)
[13] to use general Lp norms instead of L∞ in the approx-
imating step and to skip the elimination step based on the
triangle inequality. We refer to this scheme as the “stan-
dard pivot-based scheme.” Table 1 summarizes the basic



notations used in this paper.

3. RELATED WORK
Although various kinds of inexact indexing schemes have

been proposed [15], we focus on the promise value based
schemes which generally provide a good trade-off between
response time and accuracy.

The permutation-based scheme was independently pro-
posed by Chávez et al. [4] and Amato and Savino [1]. This
scheme computes for each non-pivot ui ∈ UN a permutation
Πui where the pivot IDs are written in ascending order of
the distance from ui using Φ(ui). The index is the permu-
tation of every non-pivot Πuk+1 , · · · , Πun . At query time,
the promise value s(q, ui) is computed using the rank cor-
relation between Πq and Πui such as Spearman’s Footrule
and Spearman’s Rho. Spearman’s Rho is given by

Sρ(Πq, Πui) =

k∑
j=1

(Π−1
q (j)−Π−1

ui
(j))2, (2)

where Π−1(i) denotes the position of ui in Π. For example,
if Πq = u3, u2, u1, u4 and Πui = u1, u4, u2, u3 (k = 4), then
Sρ(Πq, Πui) = (3−1)2+(2−3)2+(1−4)2+(4−2)2 = 18. It
was shown that this scheme significantly outperformed the
other schemes including the standard pivot-based scheme
explained in Section 2 [4]. Performance of this scheme was
evaluated in [1] when just the ki and ks (ki, ks < k) closest
pivots were used for indexing and searching, respectively.

A number of studies have been made on searching in per-
mutation spaces: iAESA (improved AESA) [8] uses Spear-
man’s Footrule instead of L1 to choose pivots in AESA
[17], and reported it outperformed AESA with respect to
response time; Extra CPU time in the permutation-based
scheme due to computing all the promise values and sorting
them was reduced by using another indexing scheme [9]; PP-
Index (Permutation Prefix Index) [7] and M-Index (Metric
Index) [14] were proposed as permutation-based tree struc-
tures; The number of existing permutations out of the k!
unrestricted permutations was studied in [16].

The distance regression-based scheme [6] is another ex-
ample of promise value based schemes. At indexing time,
this scheme computes k + 1 regression coefficients in linear
regression for each non-pivot ui ∈ UN ((n − k) × (k + 1)
coefficients in total). At query time, it first computes Φ(q),
then uses Φ(q) to compute for each non-pivot ui ∈ UN ei-
ther the estimate of d(q, ui) or P (d(q, ui) ≤ r) as a promise
value. d(q, ui) is estimated from Φ(q) by assuming the lin-
ear regression model, and P (d(q, ui) ≤ r) is estimated by
further assuming the estimation errors are normally dis-
tributed. This scheme outperformed the permutation-based
scheme in some cases, and did not in other cases in their
experiments.

BoostMAP [2] is a promise value based scheme which uses
the AdaBoost method. This scheme first constructs a num-
ber of one-dimensional (1D) embeddings which are divided
into two types: one embeds an object as the distance to a
single pivot, and the other embeds an object as the pro-
jection onto the line between two pivots. Each embedding
is treated as a weak classifier which predicts for any three
objects o1, o2, o3 ∈ X whether o1 is closer to o2 or to o3. Ad-
aBoost is then applied to combine the weak classifiers into
a strong one. Finally, the promise value is computed as a
weighted L1 distance between two embeddings, where the

weights are determined in the training phase.

4. VERSATILE PROBABILITY-BASED IN-
DEXING FOR APPROXIMATE SIMILAR-
ITY SEARCH

We propose a new probability-based indexing scheme which
uses the promise values from any inexact scheme. Our scheme
can be used to enhance the performance of any promise value
based scheme such as the standard pivot-based scheme and
the ones reviewed in Section 3.

4.1 Search Algorithm
Promise value based schemes obtain a set of promise val-

ues Sq = {s(q, ui)|k + 1 ≤ i ≤ n} after comparing all the
pivots. However, our scheme does not compute the pos-
terior probability P (d(q, ui) ≤ r|Sq) but approximates it
by P (d(q, ui) ≤ r|s(q, ui)), for each non-pivot ui ∈ UN .
The reason for this is as follows: (1) the promise value
s(q, ui) is the best clue to the probability P (d(q, ui) ≤ r);
(2) P (d(q, ui) ≤ r|s(q, ui)) can be easily computed using
logistic regression [3], which is to be hereinafter described.

The posterior probability P (d(q, ui) ≤ r|s(q, ui)) is writ-
ten using Bayes’ theorem as follows:

P (d(q, ui) ≤ r|s(q, ui))

=
P (s(q, ui)|d(q, ui) ≤ r)P (d(q, ui) ≤ r)

P (s(q, ui))

= σ(ai), (3)

where σ is a logistic sigmoid function which is defined as

σ(ai) =
1

1 + exp(−ai)
(4)

and ai is given by

ai = ln
P (s(q, ui)|d(q, ui) ≤ r)P (d(q, ui) ≤ r)

P (s(q, ui)|d(q, ui) > r)P (d(q, ui) > r)
. (5)

Since σ is a monotonically increasing function, we only have
to compute ai and sort the non-pivots in descending order
of ai instead of P (d(q, ui) ≤ r|s(q, ui)). In other words, we
can use ai as a probability-based promise value.

Here we apply logistic regression [3] in order to simply
and directly compute ai. We use a parameter vector wi =
(wi1, wi0)

T for each non-pivot ui ∈ UN which are deter-
mined in advance (see Section 4.2). ai can then be computed
using logistic regression as follows:

ai = wi
T sqi, (6)

where sqi = (s(q, ui), 1)T . If we use the parameter vector
w = (w1, w0)

T which is common to all the non-pivots in-
stead of wi, ai is equivalent to the original promise value
s(q, ui) because the ordering is not changed by a single lin-
ear transformation. By using the object-specific parameter
vector wi which is more strict, our scheme can more cor-
rectly estimate ai, thus providing a better trade-off between
response time and accuracy.

Algorithm 1 shows the algorithm of computing the new
promise values in our scheme. Since this algorithm only re-
quires n − k multiplications and n − k additions, it takes
almost no extra CPU time. Our scheme requires an addi-
tional storage of 2(n− k) parameters.



Algorithm 1 ComputeNewPromiseValues(Sq, W)
INPUT: Sq = {s(q, ui)|k + 1 ≤ i ≤ n} and

W = {wi = (wi1, wi0)
T |k + 1 ≤ i ≤ n}

OUTPUT: A = {ai|k + 1 ≤ i ≤ n}
1: for i← k + 1 to n do
2: ai ← wi1s(q, ui) + wi0

3: end for
4: Report A

4.2 Learning Algorithm
Let us explain the algorithm to determine, for each non-

pivot ui ∈ UN , the parameter vector wi. We first select n′

(≤ n−k−1) training queries v1, · · · , vn′ from the non-pivots
except ui to determine wi. Then, we compute the distance
d(vj , ui) and the promise value s(vj , ui) for each training
query vj (1 ≤ j ≤ n′). Let Si = {s(vj , ui)|1 ≤ j ≤ n′} be a
set of promise values to ui and Li = {lji|1 ≤ j ≤ n′} a set
of labels to ui, where lji takes the following values:

lji =

{
1 (if d(vj , ui) ≤ r)

0 (if d(vj , ui) > r).
(7)

We use {Si,Li} as a training data set and determine wi

using MAP (Maximum a Posteriori) estimation [3]. This
method estimates wMAP

i that maximizes the posterior dis-
tribution P (wi|Si,Li), which is written using Bayes’ theo-
rem as follows:

wMAP
i = arg max

wi

P (wi|Si,Li)

= arg max
wi

P (Si,Li|wi)P (wi). (8)

Since the search radius r is generally very small, there are
a small number of training queries vj whose distance to ui

is no more than r (i.e. lji = 1).1 Thus, it often happens
that a training data set is linearly separable. ML (Maximum
Likelihood) estimation, which selects the parameter vector
wML

i that maximizes the likelihood function P (Si,Li|wi),
suffers from the problem of over-fitting for such a data set.
MAP estimation avoids such a problem by introducing a
prior distribution of the parameters P (wi).

Since Si and wi can be regarded as independent unless Li

is given, (8) is further written as follows:

wMAP
i = arg max

wi

P (Li|Si,wi)P (Si|wi)P (wi)

= arg max
wi

P (Li|Si,wi)P (Si)P (wi)

= arg max
wi

P (Li|Si,wi)P (wi). (9)

In other words, wMAP
i is a parameter vector which mini-

mizes the following function:

E(wi) = − ln P (Li|Si,wi)P (wi). (10)

Since {s(vj , ui), lji} (1 ≤ j ≤ n′) can be regarded as mu-
tually independent, and lji ∈ Li takes 1 if d(vj , ui) ≤ r and

1Hereinafter we refer to such training queries as “similar
training queries.”

0 otherwise, P (Li|Si,wi) is written as follows:

P (Li|Si,wi) =

n′∏
j=1

P (lji|s(vj , ui),wi)

=

n′∏
j=1

y
lji

ji (1− yji)
1−lji , (11)

where yji is given by

yji = P (d(vj , ui) ≤ r|s(vj , ui),wi)

= σ(wi
T sji) (12)

and sji = (s(vj , ui), 1)T .
We assume P (wi) is a 2D Gaussian distribution with

mean 0 = (0, 0)T and diagonal covariance matrix αI for
simplicity. That is,

P (wi) = N (wi|0, αI). (13)

This setting reduces the values of the components of wMAP
i

in (9) to avoid the problem of over-fitting in the same way as
shrinkage methods [3]. The parameter α, which is common
to all non-pivots, is called a hyper parameter and can be
determined using the Empirical Bayes method [3].

Since the logistic sigmoid function in (12) is nonlinear,
there is no closed-form solution to (10), (11), (12) and (13).
Instead, we use the Newton-Raphson method [3], which it-
eratively updates the parameter vectors wi according to the
following update formula:

wi
(new) = wi

(old) − (∇∇E(wi
(old)))−1∇E(wi

(old)), (14)

where

∇E(wi
(old)) = (αI)−1wi

(old) +

n′∑
j=1

(y
(old)
ji − lji)sji (15)

and

∇∇E(wi
(old)) = (αI)−1 +

n′∑
j=1

y
(old)
ji (1− y

(old)
ji )sjisji

T . (16)

Algorithm 2 shows the learning algorithm, where λj is a
variable which represents the number of vj (i.e. we assume
that there can be more than one training query which is
exactly the same). Although it is natural to set λj = 1
(1 ≤ j ≤ n′), the different values are used in Section 4.3.
The parameter vector wi is updated until the number of
iterations reaches τmax or wi converges (i.e. |δ1/wi1| < δth

and |δ0/wi0| < δth).

4.3 Speeding up Learning Using Promise Val-
ues

One drawback of our scheme is a high computational cost
involved in determining the parameters. For each non-pivot
ui ∈ UN , we have to compute n′ promise values and n′ dis-
tances to obtain Si and Li, respectively. Furthermore, the it-
erative process in Algorithm 2 takes O(n′) time for each non-
pivot. That is, we have to compute O(nn′) promise values,
O(nn′) distances, and iteratively update the parameter vec-
tors which takes O(nn′) time in total (e.g. if n′ = n−k− 1,
each of them takes O(n2) time). Especially, O(nn′) distance
computations and O(nn′) iterative processes may take too
much time if the number of training queries n′ is very large.



Algorithm 2 LearnParameters(Si, Li, Λ)
INPUT: Si = {s(vj , ui) ∈ R|1 ≤ j ≤ n′},

Li = {lji ∈ {0, 1}|1 ≤ j ≤ n′} and
Λ = {λj ∈ R|1 ≤ j ≤ n′}

OUTPUT: wi = (wi1, wi0)
T

1: for j ← 0 to n′ do
2: sji ← (s(vj , ui), 1)T

3: end for
4: wi ← (0, 0)T

5: for τ ← 0 to τmax do
6: yji ← σ(wi

T sji)

7: ∇E(wi)← (αI)−1wi +
∑n′

j=1 λj(yji − lji)sji

8: ∇∇E(wi)← (αI)−1+
∑n′

j=1 λjyji(1−yji)sjisji
T

9: (δ1, δ0)
T ← (∇∇E(wi))

−1∇E(wi)
10: wi ← wi − (δ1, δ0)

T

11: if (|δ1/wi1| < δth and |δ0/wi0| < δth) then
12: break
13: end if
14: end for
15: Report wi

If n′ is small, however, shortage of similar training queries
becomes a serious problem. In general, the search radius r
is set so that less than ten or one hundred correct answers
are found from n objects. Thus, if n′ is much smaller than
n, it may happen that there is no similar training queries at
all, which makes the parameter vectors wi quite difficult to
be correctly determined even if we use MAP estimation.

To solve this problem, we propose a technique which re-
duces the number of training queries while keeping similar
training queries as much as possible using the promise val-
ues. For each non-pivot ui ∈ UN , we select n′′(< n′) training
queries and make the input data set {Si,Li, Λ} in Algorithm
2 according to the following steps:

1. Compute n′ promise values s(vj , ui) (1 ≤ j ≤ n′).

2. Find the n′′
1 smallest (or largest) promise values and

select the corresponding training queries. We assume
they are v1, · · · , vn′′

1
without loss of generality.

3. Select n′′
2 training queries at random from the remain-

ing n′ − n′′
1 training queries (n′′ = n′′

1 + n′′
2 < n′).

We assume they are vn′′
1 +1, · · · , vn′′ without loss of

generality.

4. Compute n′′ distances d(vj , ui) (1 ≤ j ≤ n′′) and ob-
tain the corresponding labels lji (1 ≤ j ≤ n′′).

5. Make the input data in Algorithm 2 as follows:

Si = {s(vj , ui)|1 ≤ j ≤ n′′} (17)

Li = {lji ∈ {0, 1}|1 ≤ j ≤ n′′} (18)

Λ = {λj |1 ≤ j ≤ n′′}, (19)

where

λj =

{
1 (if j ≤ n′′

1 )

(n′ − n′′
1 )/n′′

2 (if n′
1 < j ≤ n′′).

(20)

In step 2, we can select the training queries v1, · · · , vn′′
1

which are highly likely similar to the non-pivot ui because
the promise values are designed to be highly relevant to

the true distances. However, these training queries may
make the parameter vectors wi incorrectly determined be-
cause the probability that a query q falls close to ui (i.e.
P (d(q, ui) ≤ r) in (5)) is biased towards much higher than
actual. To eliminate this bias, we select n′′

2 training queries
randomly from the remaining n′−n′′

1 training queries in step
3, and set λj as in (20) in step 5.

By using this technique, the distance computations and
the iterative processes are reduced from O(nn′) to O(nn′′)
time (n′′ < n′). However, we still have to compute (n−k)×
n′ promise values which take O(nn′) time. In addition, this
technique requires the time to find the n′′

1 smallest promise
values from n′ promise values in step 2 for every non-pivot,
which takes on average O(nn′) time in total using the quick-
select algorithm [12]. In Section 5.6, we measured the learn-
ing time using various kinds of datasets in order to evaluate
our speed-up technique.

5. EXPERIMENTAL EVALUATION
We evaluated our scheme using various kinds of datasets

from the Metric Space Library [10]: synthetic vectors from
a uniform distribution in the unit cube and a mixture of
Gaussian distributions, and real-life datasets such as images,
documents and dictionaries. We applied our scheme to the
standard pivot-based scheme [4] and the permutation-based
scheme [4, 1] because they are simple to implement and do
not need much time to build the indexes. We evaluated the
performance of the following schemes for comparison:

1. SΦ denotes the standard pivot-based scheme. We used
L1 as a distance measure between two distance vec-
tors. The memory size required in this scheme is 4k
[bytes/non-pivot] , where k is the number of pivots.

2. SPΦ denotes our scheme applied to the standard pivot-
based scheme. We selected n′′ (n′′

1 = n′′
2 = n′′/2)

training queries from all the non-pivots except ui ∈ UN

(n′ = n − k − 1) to determine wi. Since our scheme
requires 8 (= 4× 2) [bytes/non-pivot] to store wi, we
reduced 2 pivots in SPΦ in order to make the memory
size equal to that of SΦ, for a fair comparison.

3. S∗
PΦ

is identical to SPΦ except that it uses all the non-
pivots except ui ∈ UN as training queries (n′ = n −
k − 1) to determine wi.

4. SΠ denotes the permutation-based scheme. We used
Spearman’s Rho as a distance measure between two
permutations. The memory size required in this scheme
is kdlog2(k)e/8 [bytes /non-pivot].

5. SPΠ denotes our scheme applied to the permutation-
based scheme. We selected n′′ (n′′

1 = n′′
2 = n′′/2)

training queries from all the non-pivots except ui ∈
UN (n′ = n − k − 1) to determine wi. We reduced
b64/dlog2(k)ec pivots to make the memory size equal
to that of SΠ.

6. S∗
PΠ

is identical to SPΠ except that it uses all the non-
pivots except ui ∈ UN as training queries (n′ = n −
k − 1) to determine wi.

In each dataset, we selected pivots at random from the ob-
jects in the database, in the same way as [4], and tested
1000 range queries which were not in the database. Since
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(b) d = 1024 dimensions
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Figure 1: Performance on synthetic vectors uni-
formly distributed in the unit cube (n = 10000 ob-
jects in the database and k = 256 pivots).

our scheme does not require almost no extra CPU time to
compute the new promise values (see Section 4.1), we did
not evaluated the CPU time required to retrieve objects. In-
stead, we evaluated the trade-off between the distance com-
putations required and the correct answers retrieved. Here,
we did not include the pivots in both of them in order to
evaluate the performance of the different promise value func-
tions themselves.2 We also measured the time to build the
indexes and to learn the parameter vectors on an Intel Core2
Duo CPU E7500 (2.93 GHz) with 1.93GB RAM.

5.1 Uniform Distribution
We first evaluated our scheme using synthetic vectors uni-

formly distributed in the unit cube of d-dimensional Eu-
clidean space (d = 512 and 1024). We stored n = 10000
objects in the database and selected k = 256 pivots (we re-
duced 2 pivots in SPΦ and S∗

PΦ
, 8 pivots in SPΠ and S∗

PΠ
).

We used n′′ = 2000 training queries in SPΦ and SPΠ . Then,
we tested range queries with the search radius that retrieved
on average 0.1% of the objects (i.e. 10 objects).

Figure 1 shows the results. The x axis represents the
percentage of the distance computations required, and the
y axis is the percentage of the correct answers retrieved.

5.2 Mixture of Gaussians
We secondly used synthetic vectors generated from a mix-

ture of 1024-dimensional Gaussian distributions which has
32 clusters (components). Objects are uniformly assigned

2If we include the pivots in the evaluation, our scheme would
perform slightly better because our scheme uses fewer pivots
and starts comparing the non-pivots earlier.
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Figure 2: Performance on synthetic vectors from a
mixture of 1024-dimensional Gaussian distributions
with 32 clusters (n = 10000 objects in the database
and k = 128 pivots).

to the clusters, whose centers are uniformly distributed in
[0, 1). The variance inside the clusters was 0.01. We stored
n = 10000 objects in the database and selected k = 128 piv-
ots (we reduced 2 pivots in SPΦ and S∗

PΦ
, 10 pivots in SPΠ

and S∗
PΠ

). We used n′′ = 2000 training queries in SPΦ and
SPΠ . Then, we set the search radius to retrieve on average
0.1% of the objects (i.e. 10 objects).

Figure 2 shows the results. In this case, SPΦ and SPΠ

performed almost the same as SP∗
Φ

and SP∗
Π
, respectively.

Similar results were observed in all the real-life datasets,
which is discussed in Section 6.

5.3 Images
As a real-life dataset, we first used a set of 11000 color his-

tograms (112-dimensional vectors) randomly selected from
an image dataset [10]. We used L2 between two vectors as
a distance measure. We stored n = 10000 images in the
database, selected k = 128 pivots, and used n′′ = 500 train-
ing queries in SPΦ and SPΠ . Then, we tested range queries
with two types of search radii that retrieved on average 0.1%
and 0.5% of the images (i.e. 10 and 50 images). Figure 3
shows the results.

5.4 Documents
We then used a set of 25276 short news articles extracted

from Wall Street Journal from TREC-3 data set [11]. Each
document is represented as a vector whose element is pro-
portional to the weight of a vocabulary word in that docu-
ment. Since the number of vocabulary words is very large
(hundreds of thousands), the vectors are in a very high-
dimensional space. We used the angle between two vectors
as a distance measure. We stored n = 24276 documents in
the database, selected k = 128 pivots, and used n′′ = 500
training queries in SPΦ and SPΠ . Then, we set the search
radius to retrieve on average 0.035% of the documents (i.e.
9 documents). Figure 4 shows the results.

5.5 Dictionaries
Finally, we used 86061 words from the Spanish dictio-

nary [10]. We used the edit distance as a distance measure
between two words. We stored n = 85061 words in the
database, selected k = 128 pivots, and used n′′ = 500 train-
ing queries in SPΦ and SPΠ . Then, we set the search radius
to be 1 (i.e. insertion, deletion, or substitution of a sin-



(a) Retrieving on average 0.1% of the images
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(b) Retrieving on average 0.5% of the images
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Figure 3: Performance on images (n = 10000 images
in the database and k = 128 pivots).

gle character was allowed), which resulted in retrieving on
average 3 words. Figure 5 shows the results.

We give in Table 2 the number of distance computations
required to retrieve 90% of the correct answers in each dataset.

5.6 Learning Time
It took less than 10 seconds to build the indexes in all cases

except the documents where it took 97 and 128 seconds in
SΦ and SΠ, respectively. Table 3 shows the time to learn
the parameter vectors in SPΠ and S∗

PΠ
(SPΦ and S∗

PΦ
had

similar results). Other than column (1), (2), (3) and (4), it
took a little time to compute a hyper parameter α using the
Empirical Bayes method.

It was found that SPΠ reduced the time to compute dis-
tances required (see column (3)). This was especially effec-
tive in the datasets such as documents where the distance
computations were very expensive. SPΠ also reduced the
time to iteratively update the parameter vectors in Algo-
rithm 2 which took much time when the number of training
queries was very large (see column (4)). However, SPΠ could
not reduce the time to compute the promise values, and re-
quired the time to select the n′′ training queries (see column
(1) and (2)), as discussed in Section 4.3. In conclusion, al-
though our speed-up technique reduced much time to learn
the parameter vectors in total, it still required high compu-
tational cost compared to the index building cost.

6. DISCUSSION
The results obtained can be summarized as follows:

1. Our scheme improved the standard pivot-based scheme
and the permutation-based scheme in all cases.
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Figure 4: Performance on documents (n = 24276 doc-
uments in the database and k = 128 pivots).
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Figure 5: Performance on dictionaries (n = 85061
words in the database and k = 128 pivots).

2. Our speed-up technique reduced much time to learn
the parameter vectors without significantly affecting
performance.

3. Our speed-up technique still required high computa-
tional cost to compute the promise values and select
the training queries.

Our scheme outperformed the conventional schemes even
when the search radius was small. In the case of images,
for example, the results were successful regardless of the
search radius. This indicates that our scheme can correctly
determine the parameter vectors, even when there are a
small number of similar training queries, using MAP estima-
tion. However, we need a more thorough investigation. Our
scheme outperformed the conventional schemes by a wide
margin in some cases, and not in other cases. This may
be relevant to the validity of the model assumption. That
is, our scheme may work very well iff (a) the probability-
based promise value ai can be correctly modeled as a linear
function of the promise value s(q, ui) and (b) the parameter
vector wi is different for each non-pivot ui ∈ UN .

Our speed-up technique did not affect performance espe-
cially in the cases of synthetic vectors from a mixture of
Gaussians, images, documents, and dictionaries. The rea-
son for this is that the performance of SΦ and SΠ were very
good (they retrieved many, or almost all of the correct an-
swers in less than 10% of distance computations). In other
words, the promise values were good enough for SPΦ and
SPΠ to select the similar training queries as much as pos-
sible. However, the speed-up technique still required high
computational cost to compute the promise values and to



Table 2: Number of distance computations required
to retrieve 90% of the correct answers [%].

SΦ SPΦ S∗
PΦ

SΠ SPΠ S∗
PΠ

Uni. 76 53 48 50 40 33
Gau. 2.8 1.7 1.7 2.6 1.6 1.6
Ima. 6.3 5.0 4.9 4.8 4.0 3.8
Doc. 0.50 0.41 0.40 0.52 0.42 0.42
Dic. 0.15 0.11 0.10 0.093 0.069 0.065

(Uni.: Uniform distribution (d = 1024); Gau.: Mixture of
Gaussians; Ima.: Images (retrieving on average 0.1% of the
images), Doc.: Documents; Dic.: Dictionaries)

Table 3: Time to learn the parameter vectors in SPΠ

and S∗
PΠ

[seconds].

(1) (2) (3) (4) Total
Uni. (n′′ = 2000) 53 3 27 63 149
Uni.∗ (n′ = 9751) 52 - 114 270 439
Gau. (n′′ = 2000) 26 3 27 66 125
Gau.∗ (n′ = 9781) 26 - 117 325 471
Ima. (n′′ = 1000) 26 4 3 29 64
Ima.∗ (n′ = 9881) 25 - 14 291 332
Doc. (n′′ = 1000) 152 20 762 81 1060
Doc.∗ (n′ = 24157) 150 - 17549 1873 19737
Dic. (n′′ = 1000) 1621 261 55 294 2264
Dic.∗ (n′ = 84942) 1590 - 4171 25319 31114

((1): computing the promise values; (2): selecting the train-
ing queries; (3): computing the distances; (4): iteratively
updating the parameter vectors in Algorithm 2; Uni., Gau.,
Ima., Doc., Dic.: same as Table 2; w/o ∗, w/ ∗: performance
of SPΠ , S∗

PΠ
)

select the training queries, both of which take O(nn′) time.

7. CONCLUSIONS
In this paper we proposed a new probability-based index-

ing scheme which can be applied to any kind of promise
value based scheme. We applied our scheme to the standard
pivot-based scheme and the permutation-based scheme, and
evaluated the performance of them. Experimental results
showed that our scheme improved the conventional schemes
in all cases, and significantly so in some cases.

Future work includes as follows: (1) the thorough inves-
tigation of the validity of the model assumption, (2) the
evaluations of our scheme using mismatched search radii or
K-NN queries (i.e. when learned on a fixed search radius
and evaluated on different search radii or K-NN queries),
(3) the comparison of our scheme with another probability-
based scheme proposed in [6], and (4) the evaluations of
our scheme which is applied to the other schemes such as
distance regression scheme [6] and BoostMAP[2].
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[8] K. Figueroa, E. Chávez, G. Navarro, and R. Paredes.
On the least cost for proximity searching in metric
spaces. In Proceedings of the 5th Workshop on
Efficient and Experimental Algorithms (WEA ’06),
pages 279–290, 2006.

[9] K. Figueroa and K. Fredriksson. Speeding up
permutation based indexing with indexing. In
Proceedings of the Second International Workshop on
Similarity Search and Applications (SISAP ’09), pages
107–114, 2009.

[10] K. Figueroa, G. Navarro, and E. Chávez. Metric
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