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Abstract—Recent studies have proposed various attacks
against location privacy using a Markov Chain transition
matrix trained for each user. However, when a user has
disclosed only a small amount of location information in the
past, the training data can be extremely sparse. In this paper,
we show how the attacker can solve this sparse data problem,
and how the defender can defend against this type of attack.
Our proposal is twofold: 1) We propose a training method that
regards a set of transition matrices as a “tensor”, and adopt
tensor factorization to robustly estimate transition matrices
from a small amount of training data. 2) We then focus on a
location prediction attack, which predicts a location of a target
user from a past location that he/she disclosed, and propose
a region merging method to minimize the region size as an
optimal defense. The experimental results using the dataset
of taxi traces show the effectiveness of our proposals. We also
point out that our region merging method is effective especially
when the defender has Big Data to train transition matrices.

Keywords-location privacy; location prediction; Markov
Chain; tensor factorization; region merging;

I. INTRODUCTION

The widespread use of GPS-equipped devices such as
smartphones and in-car navigation systems allows us to
enjoy various types of LBS (Location-based Services): route
finding, POI (Point-of-Interest) search, etc. The nearby
friend alert [1], [2], where a user discloses his/her location
and is notified about friends in close proximity, is also
attracting much attention as location-based SNS (Social
Networking Services). Nowadays a great deal of information
about users’ locations or traces (time-series location trails)
is stored in a data center. Such data are called Spatial Big
Data [3], and are expected to help identify routes that avoid
congestion or reduce fuel consumption.

While these services provide useful information to a
user, they can enable many threats to a user’s privacy. For
example, the disclosure of his/her locations can lead to
inference of sensitive locations such as homes, stores, and
hospitals that are visited regularly. It can also expose a user’s
habits, interests, and relationships that he/she wants to hide.
This kind of privacy is referred to as location privacy, and
numerous studies have addressed this issue using different
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Figure 1. Regions and a transition matrix (M = 16)

approaches [4]: attacks, defenses, privacy metrics, etc.
One of the most popular approaches to location privacy

attacks is based on a Markov chain model [5], [6], [7], [8].
This approach first discretizes location and time by dividing
an area where users can move into M distinct regions
x1, · · · , xM (or extracting M frequently visited POIs) and
partitioning time at a fixed interval (e.g. 10 minutes, 1 hour).
Then it assumes a Markov model for users’ behavior and
computes an M ×M transition matrix that comprises the
probability pij that a user moves from region xi to xj

(1 ≤ i, j ≤ M) (see Figure 1). Based on this transition
matrix, the attacker can predict a future location (i.e. region
ID) of a target user from a past location that the user
disclosed [5], [6]. In this paper, we refer to this attack as a
location prediction attack.

Gambs et al. [7] and Shokri et al. [8] computed a transi-
tion matrix for each target user based on his/her past location
information. This personalized transition matrix (also called
the user’s profile [8]) enables a location prediction attack
that captures a unique feature of the user’s behavior (e.g.
walking speed, favorite places or routes). It also enables
de-anonymization attacks [7], which identify users from
anonymized traces (i.e. traces whose user names are re-
placed by pseudonyms), and tracking attacks [8], which
identify both users and actual locations from traces that are
anonymized and obfuscated (e.g. by adding noise).

However, a user generally discloses only a small amount
of location information in his/her daily life (e.g. several



times per day). Although Gambs et al. [7] and Shokri et al.
[8] trained each personalized transition matrix independently
from the others, the training data can be extremely sparse
in this case. To the best of our knowledge, no studies have
attempted to solve this sparse data problem. As it is often
said that attacks and defenses are “two sides of the same
coin”, insufficient discussion about location privacy attacks
indicates insufficient defenses against the attacks.

In this paper, we propose a training method that solves the
sparse data problem, and a defense against the attack that
uses this training method. The contributions of our work are
as follows:

1) We propose a training method that regards a set of
personalized transition matrices as a tensor and adopts
tensor factorization [9], [10], [11], [12], [13]. This
method can robustly estimate transition matrices from
a small amount of location information (Section III-B).

2) We then focus on the location prediction attack, and
propose a region merging method to minimize the
region size as an optimal defense against the attack.
We also point out that this method is effective espe-
cially when the defender has Spatial Big Data to train
personalized transition matrices (Section IV).

3) We show the effectiveness of our proposals using the
dataset of taxi traces (CRAWDAD [15]) (Section V).

This paper is organized as follows. In Section II, we
describe the previous work closely related to our work in
more detail. In Section III, we propose a training method of
personalized transition matrices using tensor factorization. In
Section IV, we propose a region merging method to mini-
mize the region size. In Section V, we show the experimental
results. Finally, we conclude this paper with directions for
the future in Section VI.

II. RELATED WORK

A. Location Privacy Attacks Using Personalized Transition
Matrices

We first define the notations used in the rest of this
paper. Let U = {u1, · · · , uN} be a set of N targeted
users, and X = {x1, · · · , xM} be a set of M regions
(or POIs). We assume that time is discrete, and express
time instants as integers (i.e. a set of time instances is
Z = {· · · ,−2,−1, 0, 1, 2, · · · }). Let pn,i,j be the probability
that user un ∈ U who is now in region xi ∈ X will
move to region xj ∈ X at the next time instant, and Pn

be the transition matrix of user un ∈ U . We also denote
a set of natural number less than or equal to N by [N ]
(= {1, 2, · · · , N}).

Gambs et al. [7] and Shokri et al. [8] proposed loca-
tion privacy attacks using personalized transition matrices
{Pn|n ∈ [N ]}. As described in Section I, the attacker can
carry out various types of attacks using these matrices. Here
we describe location prediction attacks in detail.

1) Location Prediction Attacks: Assume that user un ∈
U disclosed the fact that he/she was in region xi ∈ X at
time t ∈ Z. Based on this information, the attacker infers
where the user was (or will be) at time t + c ∈ Z, where
c is a natural number (c ∈ N). This is what we call the
location prediction attack. We formalize this attack using
the personalized transition matrix Pn.

Let Xn,t be a random variable that represents a region of
user un ∈ U at time t ∈ Z. Then, the posterior probability
that the region of user un ∈ U at time t+ c ∈ Z is xj ∈ X ,
given the fact that he/she was in region xi at time t, can be
written as follows:

Pr(Xn,t+c = xj |Xn,t = xi). (1)

We simply denote this quantity by αc(xj):

αc(xj) = Pr(Xn,t+c = xj |Xn,t = xi). (2)

By the Forward algorithm [14], αc(xj) can be recursively
computed using the transition matrix Pn as follows:

ατ (xj) =
M∑
ρ=1

ατ−1(xρ)pn,ρ,j , (3)

where 1 ≤ τ ≤ c and

α0(xj) =

{
1 (if xj = xi)
0 (if xj ̸= xi).

(4)

The attacker can infer the region of user un at time
t + c based on the posterior probability αc(xj) computed
for each region xj ∈ X . For example, the attacker can
choose region xj whose posterior probability αc(xj) is the
highest as a prediction result. This approach, known as the
Bayes decision rule [16], maximizes the probability that the
prediction result xj is correct (we refer to this probability
as the attack success probability), if the posterior probability
αc(xj) is correctly estimated. Another approach is to sort
M regions in descending order of posterior probabilities and
choose top L (≤ M) regions as candidates (if L = 1, it is
equivalent to the Bayes decision rule).

B. Problems

Gambs et al. [7] and Shokri et al. [8] trained each
personalized transition matrix independently from the others.
However, the training data can be extremely sparse when a
user discloses only a small amount of location information.

For example, Gambs et al. [7] trained each transition
matrix using the ML (Maximum Likelihood) estimation
method. We explain the sparse data problem in this case
using the example depicted in Figure 2. In this example, the
training data of user u1 is only 3 traces, each of which is
composed of 4 locations (M = 5). Since the transition from
region x4 or x5 is not observed from this trace, the transition
probabilities {p1,4,j |j ∈ [M ]} and {p1,5,j |j ∈ [M ]} cannot
be estimated using the ML estimation method. We refer to
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Figure 2. Personalized transition matrices trained using the ML estimation
method (M = 5). “?” is an unobserved element (i.e. element whose
transition probability is unknown).

the corresponding elements (marked with “?” in Figure 2) as
unobserved elements. If there are a number of unobserved
elements, they cannot carry out location privacy attacks with
sufficient accuracy.

Shokri et al. [8] proposed a training method that considers
the case where some locations in a trace are missing.
Specifically, their training method trains the distribution of
a transition matrix Pn by assuming a Dirichlet prior for a
vector pn,i = (pn,i,1, · · · , pn,i,M ) and estimating missing
locations using the Gibbs sampling. However, since they
trained each transition matrix independently, they also suffer
from the sparse data problem mentioned above when a user
discloses only a small amount of location information.

III. TRAINING PERSONALIZED TRANSITION MATRICES
USING TENSOR FACTORIZATION

We use tensor factorization [9], [10], [11], [12], [13] to
solve the sparse data problem described in Section II-B. A
tensor is a mathematical object that can be regarded as a
multidimensional array [9]. It includes a scalar as a zero-
order tensor, a vector as a first-order tensor, and a matrix
as a second-order tensor. In this paper, we regard a set of
personalized transition matrices as a third-order tensor that
is composed of the “User” mode, “From Region” mode, and
“To Region” mode, and refer to it as a transition probability
tensor (see Figure 3).

We explain tensor factorization in Section III-A, and
propose a training method of a transition probability tensor
using tensor factorization in Section III-B.

A. Tensor Factorization

Tensor factorization approximates a tensor by factorizing
it into low-rank feature matrices or low-dimensional fea-
ture vectors. This enables us to robustly estimate a tensor
(including unobserved elements) from a small amount of
training data. There are various methods to factorize a tensor:
TD (Tucker decomposition) [9], CP (CD/PARAFAC) [9],
etc. Among them, we focus on PITF (Pairwise Interaction
Tensor Factorization) [10], [11], which has recently gained
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Figure 4. PITF applied to a tensor composed of the “User” mode,
“From Region” mode, and “To Region” mode. It models the pairwise
interaction between all three modes using K-dimensional feature vectors:
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attention. It was reported that PITF outperforms TD largely
in runtime, and achieves much better prediction quality than
CP in tag recommendation [10].

PITF approximates a third-order tensor by modeling the
pairwise interaction between all three modes using low-
dimensional feature vectors [10], [11]. For our application of
PITF, we consider a tensor A ∈ RN×M×M that is composed
of the “User” mode, “From Region” mode, and “To Region”
mode (note that an element does not take a probability but
a real number). Let an,i,j ∈ R be an (n, i, j)-th element of
the tensor A. Then, PITF approximates an,i,j as follows:

ân,i,j = ⟨u(a)
n ,v

(a)
i ⟩+ ⟨u

(b)
i ,v

(b)
j ⟩+ ⟨u

(c)
j ,v(c)

n ⟩ (5)

=
K∑

k=1

u
(a)
n,kv

(a)
i,k +

K∑
k=1

u
(b)
i,kv

(b)
j,k +

K∑
k=1

u
(c)
j,kv

(c)
n,k, (6)

where ân,i,j is an approximation of an,i,j by PITF, and
u
(a)
n ,v

(a)
i ,u

(b)
i ,v

(b)
j ,u

(c)
j ,v

(c)
n ∈ RK are K-dimensional

feature vectors (K is generally smaller than N and M ).
We refer to u

(a)
n,k, v

(a)
i,k , u

(b)
i,k, v

(b)
j,k, u

(c)
j,k, v

(c)
n,k ∈ R as model

parameters, and denote a set of model parameters by Θ

(= {u(a)
n,k, v

(a)
i,k , u

(b)
i,k, v

(b)
j,k, u

(c)
j,k, v

(c)
n,k|n ∈ [N ], i, j ∈ [M ], k ∈

[K]}). The number of model parameters in PITF is (2N +
4M)K, which is generally much smaller than the number
of elements in the tensor NM2.

It can be seen from (5) that PITF models the pairwise
interaction between all three modes as follows: {u(a)

n |n ∈
[N ]} and {v(a)

i |i ∈ [M ]} model the interaction between
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Figure 5. Proposed training method. It first computes a transition count
tensor from training data, and factorizes this tensor. It then computes a
transition probability tensor by normalizing counts to probabilities. “?” is
an element whose corresponding element in a transition probability tensor
is unobserved.

“User” and “From Region”, {u(b)
i |i ∈ [M ]} and {v(b)

j |j ∈
[M ]} model the interaction between “From Region” and “To
Region”, {u(c)

j |j ∈ [M ]} and {v(c)
n |n ∈ [N ]} model the

interaction between “To Region” and “User” (see Figure 4).
By factorizing a tensor in this way, each element is influ-
enced by similar feature vectors (i.e. similar users, similar
regions), and consequently elements (including unobserved
ones) are efficiently trained from a small amount of training
data.

B. Training a Transition Probability Tensor

In the previous subsection, we explained the example of
factorizing a tensor composed of real numbers, but, very
few studies have factorized a tensor composed of transition
probabilities (such as Figure 3). The study of Rendle et al.
[11], which is one such example, factorizes personalized
transition matrices (i.e. a tensor composed of transition
probabilities) to recommend items such as books and CDs.
However, they aim at creating a personal ranking of items,
and do not estimate transition probabilities themselves. On
the other hand, location privacy attacks described in Section
II-A use a transition probability pn,i,j itself (see (3)). To the
best of our knowledge, no studies have attempted to estimate
a transition probability using tensor factorization.

We therefore propose a training method that estimates
each element of a transition probability tensor using tensor
factorization. Here we must note that the summation of
transition probabilities over “To Region” is always 1 (i.e.∑M

j=1 pn,i,j = 1), and it is intractable to directly factorize a
transition probability tensor under this constraint. Thus, the
proposed method first factorizes a transition count tensor,
whose (n, i, j)-th element is the number of transitions from
region xi ∈ X to xj ∈ X that user un ∈ U has created, and
then computes a transition probability tensor by normalizing
counts to probabilities (see Figure 5).

We now describe the proposed training method in detail.
Here we use PITF explained in Section III-A as a factor-

ization method. We first compute a transition count tensor
by counting each transition from training data, and apply
this tensor to the tensor A in Section III-A (i.e. an,i,j is
a transition count from region xi to xj that user un has
created). We then compute a set of model parameters Θ
in PITF that approximates an,i,j by ân,i,j . Here we note
that the number of transitions an,i,j is non-negative. Under
this constraint, we compute a set of model parameters Θ̂
that minimizes the following regularized squared error [12],
[13], [17]:

Θ̂ = argmin
Θ≥0

∑
(n,i,j)∈D

(an,i,j − ân,i,j)
2 + λ||Θ||2F , (7)

where D = {(n, i, j)|
∑

j an,i,j ≥ 1}.
The first term in (7) is the summation of squared errors

over the set of elements D whose corresponding elements
in a transition probability tensor are observed. That is, we
compute Θ̂ based on observed elements only, and then
estimate all elements including unobserved ones based on
Θ̂ (using (6)) [17]. The second term is introduced to avoid
overfitting the observed elements, where || · ||2F is the Frobe-
nius norm (i.e. the square sum of all elements) and λ (> 0)
is called a regularization parameter. λ controls the extent
of regularization, and is generally determined by cross-
validation [17]. Θ ≥ 0 means that all model parameters
are non-negative, which guarantees the non-negativity of the
estimated transition count ân,i,j (see (6)).

Since it is intractable to exactly solve the optimization
problem in (7), we use ANLS (Alternating Nonnegative
Least Square) [12], [13], which is a popular approach to
find an approximate solution. ANLS solves an optimization
problem for one model parameter θ ∈ Θ while fixing all
other model parameters Θ \ {θ}, and iterates this process in
a cyclic manner until convergence. By substituting (6) into
(7) and solving (7) for one model parameter while fixing
all other model parameters, we obtain the following update
formulas:

u
(a)
n,k ←

[∑
Dn

(an,i,j − ân,i,j + u
(a)
n,kv

(a)
i,k )v

(a)
i,k

]
+∑

Dn
(v

(a)
i,k )

2 + λ
(8)

v
(a)
i,k ←

[∑
Di
(an,i,j − ân,i,j + u

(a)
n,kv

(a)
i,k )u

(a)
n,k

]
+∑

Di
(u

(a)
n,k)

2 + λ
(9)

u
(b)
i,k ←

[∑
Di
(an,i,j − ân,i,j + u

(b)
i,kv

(b)
j,k)v

(b)
j,k

]
+∑

Di
(v

(b)
j,k)

2 + λ
(10)

v
(b)
j,k ←

[∑
Dj
(an,i,j − ân,i,j + u

(b)
i,kv

(b)
j,k)u

(b)
i,k

]
+∑

Dj
(u

(b)
i,k)

2 + λ
(11)



u
(c)
j,k ←

[∑
Dj
(an,i,j − ân,i,j + u

(c)
j,kv

(c)
n,k)v

(c)
n,k

]
+∑

Dj
(v

(c)
n,k)

2 + λ
(12)

v
(c)
n,k ←

[∑
Dn

(an,i,j − ân,i,j + u
(c)
j,kv

(c)
n,k)u

(c)
j,k

]
+∑

Dn
(u

(c)
j,k)

2 + λ
,(13)

where Dn = {(i, j)|
∑

j an,i,j ≥ 1}, Di = {(n, j)|
∑

j an,i,j
≥ 1}, Dj = {(n, i)|

∑
j an,i,j ≥ 1}, and [x]+ = max(x, 0).

We update {u(a)
n |n ∈ [N ]} by (8), and then update

{v(a)
i |i ∈ [M ]} by (9). We update the other parameters in

turn using (10)(11)(12)(13), and iterate these processes until
convergence. As for initialization of model parameters, we
should avoid setting 0 to all parameters, because otherwise
the denominator in (8) will become very small and conse-
quently parameters will oscillate and converge very slowly.
In our experiments in Section V, we used the widely-used
random initialization method [18], which initializes each
element as a random number between 0 and 1.

To sum up, the proposed training algorithm is as follows:
1) Compute a transition count tensor A from training

data.
2) Train a set of model parameters Θ by iteratively

updating parameters using (8)-(13) until convergence.
3) Compute {ân,i,j |n ∈ [N ], i, j ∈ [M ]} using (6).
4) Compute a transition probability tensor by normalizing

counts to probabilities.
Let Z be the total number of transitions in training data,
and η be the number of iterations in the step 2. Then, the
time complexity of each step from 1 to 4 can be expressed
as O(Z), O(ηK|D|), O(NM2) and O(NM2), respectively.
Thus, the time complexity of the proposed training algorithm
is O(Z + ηK|D|+NM2). The ML estimation method [7],
which only computes the step 1 and 4, requires the time
complexity of O(Z +NM2).

IV. OPTIMAL DEFENSES AGAINST LOCATION
PREDICTION ATTACKS

A. Optimal Region Merging

We focus on the location prediction attack described in
Section II-A1 as an attack using a personalized transition
matrix, and propose a region merging method that minimizes
the region size as an optimal defense against the attack. The
region merging method (also called the precision reducing
method) [8] combines multiple regions into one group,
which we refer to as an obfuscated region, and discloses
only an identity of the group, making it difficult to predict
subsequent locations.

Here we consider, for simplicity, 2B × 2B regions where
each of the x-coordinate and y-coordinate is expressed as a
binary sequence {0, 1}B , and obfuscate a region by dropping
low-order b bits (b ∈ {0, 1, · · · , B}) for each coordinate
(see Figure 6). As the number of dropped bits b increases,
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Figure 6. Region merging method (B = 3, b = 1, ×: actual location,
gray area: obfuscated region)

it becomes more difficult to predict subsequent locations.
However, the quality of service a user experiences decreases
at the same time (if b = B, disclosing an obfuscated region
is equivalent to completely hiding a location). That is, there
is a trade-off between privacy and utility [19]. To the best of
our knowledge, no studies have proposed a region merging
method that optimizes this trade-off.

We therefore propose an optimal region merging method
to defend against the location prediction attack. Specifically,
the proposed method minimizes the number of dropped bits
b while keeping the attack success probability (i.e. the prob-
ability that the prediction result by the attacker is correct)
less than or equal to the required value α (0 ≤ α ≤ 1).

Assume that user un ∈ U wants to disclose the fact that
he/she is in region xi ∈ X at time t ∈ Z, while he/she wants
to keep secret the fact that he/she is in region xj ∈ X at time
t + c ∈ Z (c ∈ N). Let x̃(b)

i ⊂ X be an obfuscated region
made by dropping low-order b bits (b ∈ {0, 1, · · · , B}) of
region xi. Then, the proposed method solves the following
optimization problem:

Minimize b

subject to α(b)
c (xj) ≤ α,

(14)

where α
(b)
c (xj) is the posterior probability that the region of

user un at time t + c is xj , given the fact that he/she was
in obfuscated region x̃

(b)
i at time t:

α(b)
c (xj) = Pr(Xn,t+c = xj |Xn,t = x̃

(b)
i ). (15)

By the Forward algorithm [14], α(b)
c (xj) can be recursively

computed using the transition matrix Pn as follows:

α(b)
τ (xj) =

M∑
ρ=1

α
(b)
τ−1(xρ)pn,ρ,j , (16)

where 1 ≤ τ ≤ c and

α
(b)
0 (xj) =


πn,j∑

xρ∈x̃
(b)
i

πn,ρ
(if xj ∈ x̃

(b)
i )

0 (if xj /∈ x̃
(b)
i ).

(17)



πn,j is a prior probability that user un is in region xj , and
is determined in advance. For example, it is determined by
assuming a uniform distribution (i.e. πn,1 = · · · = πn,M =
1/M ), or using a stationary distribution computed from the
transition matrix Pn.

The proposed method solves (14) by initializing b to 0,
and incrementing b until the posterior probability α

(b)
c (xj),

which is computed using (16)(17), becomes less than or
equal to α (if b reaches B, it hides the location). Thus, the
proposed region merging algorithm is written as follows:

1) b← 0.
2) Compute α

(b)
c (xj) using (16)(17).

3) If α(b)
c (xj) ≤ α, go to the step 4. Otherwise, b← b+1

and go to the step 2 (if b reaches B, go to the step 4).
4) Disclose an obfuscated region x̃

(b)
i .

The time complexity of this algorithm is O(cBM2).
We now explain the meaning of solving the optimization

problem in (14). As described in Section II-A1, the location
prediction attack based on the Bayes decision rule chooses
region xj whose posterior probability α

(b)
c (xj) is the highest

as a prediction result. If α(b)
c (xj) is correctly estimated, then

this attack maximizes the attack success probability and its
value is exactly α

(b)
c (xj) [16]. Thus, by solving (14), we can

keep the attack success probability less than or equal to the
required value α for any attack, and minimize the number
of dropped bits b under this constraint.

B. Optimal Region Merging and Spatial Big Data

Here we discuss how the proposed region merging method
can achieve both privacy and utility in reality. The key to
solving the problem is Spatial Big Data.

Our region merging method can optimize the privacy-
utility trade-off if it correctly estimates the posterior prob-
ability α

(b)
c (xj) in (14). To correctly estimate α

(b)
c (xj), it

is necessary to correctly estimate the transition matrix Pn

of user un. We emphasize here that it does not mean that
the defender and the attacker have to obtain the same matrix
Pn. For example, suppose the service provider that discloses
a location of user un (e.g. SNS provider) obfuscates the
location before disclosure (i.e. a location is obfuscated not
by a user’s mobile device but by the service provider that
is trustable). If the service provider has a large amount of
location information of user un (i.e. Spatial Big Data) that
has not been disclosed, it can correctly estimate the transition
matrix Pn using this Big Data as training data. That is, our
region merging method can achieve both privacy and utility
by correctly estimating Pn, and this can be realized by using
Spatial Big Data.

The time complexity to train Pn can be a problem when
we use Spatial Big Data. As described in Section III-B,
both the proposed training method and the ML estimation
method require the time complexity linear to the number of
transitions in the training data Z (as for the time complexity

of the proposed region merging method, it is O(cBM2)
as described in Section IV-A, and is not affected by Z).
One approach to reducing the time complexity is parallel
computing schemes such as parallel algorithms for tensor
factorization [20], [21] or ML estimation [22], [23], [24].
The experimental evaluation of our region merging method
and parallel computing methods using Spatial Big Data is
left as future work.

V. EXPERIMENTAL EVALUATION

A. Experimental Set-up

We carried out experiments to show the effectiveness of
our two proposals, which are described in Section III-B
and IV, respectively, using the CRAWDAD epfl/mobility
dataset [15], from taxi route traces. This dataset contains
GPS coordinates of 536 taxis collected over 30 days in the
San Francisco Bay Area. We excluded 10 taxis that have a
very small number of traces (i.e. N = 526).

We set 10 minutes as a time interval, and extracted, for
each taxi, 1 trace that comprises 10 locations as training
data, and 10 traces each of which comprises 10 locations as
testing data (we took one-day interval between training data
and testing data). We divided the area where taxis can move
into 8×8 regions (M = 64, B = 3). Here we determined the
boundaries so that all of the training data and testing data
(526×11×10 locations in total) were uniformly distributed
along each axis (i.e. 1/8 = 12.5[%] per each bin).

For comparison, we evaluated the following training meth-
ods of personalized transition matrices:

• ML: The ML (Maximum Likelihood) estimation
method [7]1 (see Section II-B). For an unobserved
element, we set pn,i,j = 1/64 by assuming a uniform
distribution.

• TF: The proposed training method that uses tensor
factorization (see Section III-B).

As for defenses, we evaluated the following two region
merging methods:

• Fix: The region merging method that drops low-order
b ∈ {0, 1, 2, 3} bits for each of the x-coordinate and
y-coordinate, where b is fixed in advance.

• Optimal: The proposed region merging method that
minimizes the number of dropped bits b (see Section
IV) and uses the same transition matrix as the at-
tacker’s.

We set the dimension of feature vectors K in PITF as
K ∈ {1, 2, 4, 8, 16, 32, 64, 128}. We then initialized each
of the model parameters Θ as a random number between
0 and 1 (i.e. random initialization [18]), and trained Θ

1Although Shokri et al. [8] trained the distribution of Pn by assuming
a Dirichlet prior for pn,i = (pn,i,1, · · · , pn,i,M ) and estimating missing
locations using the Gibbs sampling, the mode of the trained distribution is
equal to the ML estimator when there is no missing locations. Thus we
only evaluate the ML estimation method as a conventional method.
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Figure 7. Relationship between the number of candidates L and the attack
success rate (K = 16, dashed line: random guess)
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Figure 8. Relationship between the dimension of feature vectors K and
the attack success rate (L = 1)

using the algorithm described in Section III-B. Here we
randomly divided all the training data into 10 equal parts,
and determined the regularization parameter λ by cross-
validation (i.e. 10-fold cross-validation). As for the prior
probability πn,j in Section IV (see (17)), we set πn,j = 1/64
(1 ≤ j ≤ 64) by assuming a uniform distribution.

Using the testing data, we evaluated the performance of
the location prediction attack that predicts a region at time
t + c ∈ Z (c ∈ N) based on a disclosed location at time
t ∈ Z by choosing L (≤M ) candidates in descending order
of posterior probabilities (see Section II-A1). We set time c
as c ∈ {1, 2, 3} (i.e. 10, 20, or 30 minutes), and used all the
locations in the testing data except for the last c locations
of each trace as a disclosed location. Thus, the number of
attacks is 526× 10× (10− c) in total.

As a performance measure, we used the attack success
rate, the ratio of the number of successful attacks (i.e. attacks
whose L candidates include a correct answer) divided by the
total number of attacks.

B. Experimental Results

We first compared the training method of transition
matrices using tensor factorization (i.e. TF) with the ML
estimation method (i.e. ML). Figure 7 shows the relationship
between the number of candidates L and the attack success
rate in the case where K = 16. The dashed line represents
the performance of the random guess, which randomly
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Figure 9. Trade-off between the average number of dropped bits and the
attack success rate (K = 16, L = 1, c = 1)

chooses L candidates.
It can be seen from Figure 7 that the performance of ML

is almost the same as that of the random guess. This is
because the training data is extremely sparse: for each taxi,
the number of transitions in the training data is 9, while the
number of elements in a transition matrix is M2 = 4096.
On the other hand, TF significantly outperforms ML and the
random guess. For example, when L = 16 and c = 1, the
attack success rate of TF is approximately 60%, which is
about three times greater than ML and the random guess. As
time c increases (i.e. the prediction time becomes later), the
attack success rate decreases. However, TF still outperforms
the random guess in the case where c = 3 (i.e. 30 minutes
later), which indicates a threat of tensor factorization.

We then evaluated the performance of TF when we
changed the dimension of feature vectors K from 1 to 128.
Figure 8 shows the results in the case where L = 1. It can
be seen that the attack success rate increases as K increases
from 1 to 4, and decreases as K increases from 16 to 128.
One reason for this is the number of model parameters
(= (2N + 4M)K) exceeds the number of transitions in
the training data (= 526×9) when K is more than or equal
to 4. For example, when K = 32, the number of model
parameters is 41856, while the number of transitions in the
training data is 4734. In the subsequent experiment, we only
report the results in the case where K = 16, L = 1, and
c = 1.

We finally compared the proposed region merging method
(i.e. Optimal) with the method that fixes the number of
dropped bits b ∈ {0, 1, 2, 3} (i.e. Fix). Here we used TF
as a training method the attacker uses, and Optimal used
the same transition matrix as the attacker’s (i.e. a transition
matrix that is trained using TF). Figure 9 shows the trade-
off between the average number of dropped bits and the
attack success rate, where the trade-off curve of Optimal is
obtained by changing the required value of the attack success
probability α.

It can be seen that Optimal significantly outperforms
Fix. For example, at the same attack success rate, Optimal
reduces the average number of dropped bits to 1.1 while



Fix reduces the average number to 3 bits (i.e. always hides
a location). We consider this is because Optimal optimizes
the number of dropped bits b for each taxi and each location.
We also examined the proportion of the number of dropped
bits b ∈ {0, 1, 2, 3} in Optimal when the average of b was
1.1. The results are as follows: 57%, 7.2%, 5.9%, 30%,
respectively. That is, in more than half of the cases, the
proposed region merging method protected users’ privacy
without affecting utility at all.

VI. CONCLUSION

In this paper, we proposed a training method of transition
matrices using tensor factorization, and a region merging
method that minimizes the region size. The experimental
results showed the effectiveness of the two proposed meth-
ods.

In our experiments, the proposed region merging method
used a transition matrix identical to the attacker’s, which is
not a realistic setting; however, the defender does not have
to use the same matrix as the attacker’s, as discussed in
Section IV-B. The attacker needs to train the matrix from
a small amount of disclosed data, while the defender can
achieve both privacy and utility if he/she can use Spatial Big
Data. We believe these discussions and experimental results
significantly contribute to the area of location privacy.

As future work, we would like to evaluate the proposed
region merging method and parallel computing methods
using Spatial Big Data. We also plan to apply the proposed
training methods to other attacks such as de-anonymization
attacks [7] and tracking attacks [8], and propose defenses
against the attacks.
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