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Abstract—While online services based on machine learning
(ML) have been attracting considerable attention in both aca-
demic and business, privacy issues are becoming a threat that
cannot be ignored. Recently, Fredrikson et al. [USENIX 2014]
proposed a new paradigm of model inversion attacks, which allows
an adversary to expose the sensitive information of users by using
an ML system for an unintended purpose. In particular, the
attack reveals the sensitive attribute values of the target user
by using their non-sensitive attributes and the output of the
ML model. Here, for the attack to succeed, the adversary needs
to possess the non-sensitive attribute values of the target user
prior to the attack. However, in reality, even if this information
(i.e., non-sensitive attributes) is not necessarily information the
user regards as sensitive, it may be difficult for the adversary to
actually acquire it.

In this paper, we propose a general model inversion (GMI)
framework to capture the above scenario where knowledge of
the non-sensitive attributes is not necessarily provided. Here,
our framework also captures the scenario of Fredrikson et al.
Notably, we generalize the paradigm of Fredrikson et al. by
additionally modeling the amount of auxiliary information the
adversary possesses at the time of the attack. Our proposed GMI
framework enables a new type of model inversion attack for
prediction systems, which can be carried out without knowledge
of the non-sensitive attributes. At a high level, we use the
paradigm of data poisoning in a novel way and inject malicious
data into the set of training data to modify the ML model into
a target ML model, which we can attack without having to have
knowledge of the non-sensitive attributes. Our new attack enables
the inference of sensitive attributes in the user input from only the
output of the ML model, even when the non-sensitive attributes
of the user are not available to the adversary.

Finally, we provide a concrete algorithm of our model inversion
attack on prediction systems based on linear regression models,
and give a detailed description of how the data poisoning
algorithm is constructed. We evaluate the performance of our new
model inversion attack without the knowledge of non-sensitive
attributes through experiments with actual data sets.

I. INTRODUCTION

The artificial intelligence (AI) paradigm is rapidly gaining
momentum and machine learning (ML) has been playing a
core role in modern IT services (e.g., product recommendation
[1]–[3], personalized medicine [4]–[6], destination prediction
[7]–[9]). In many of these services, ML models make some
predictions using the personal data of users as input. Since

the personal data often include sensitive information, which
the users may want to keep confidential (e.g., purchase logs of
sensitive items, genetic markers, home addresses), the handling
of personal data in the ML model is raising concerns in relation
to privacy issues. To this extent, analyzing the vulnerability (or
security) of ML systems has attracted much active research.

Recently, Fredrikson et al. [10] proposed a new paradigm,
whereby model inversion attacks expose the sensitive at-
tributes of a target user by using ML systems1 for an un-
intended purpose. Given an output value of the ML model
(e.g., recommended item or place), the adversary searches the
input values corresponding to the output value inversely (i.e.,
narrows down candidates for the input values). As a result,
the adversary can infer sensitive attribute values with high
probability. Fredrikson et al. first proposed a model inversion
attack for linear regression models in [10], and extended this
attack to non-linear ML models in [11].

However, the caveat is that for the attacks of [10], [11]
to be useful, the adversary is required to obtain all the non-
sensitive attribute values of the target users used as input
to the ML model. Namely, if the ML model uses a pair
of sensitive and non-sensitive attributes as input to learn
the model, then the adversary is required to possess all the
non-sensitive attribute values prior to the model inversion
attack. Although there are situations where this scenario is
appropriate, in some cases this may be too strong of an
assumption to make. In particular, even though users may
consider the values as non-sensitive, it may be difficult for the
adversary to actually acquire them. Examples of non-sensitive
attributes include demographic information (e.g., age, gender),
purchase histories for commodities, mobility traces around
sightseeing areas2. For example, consider an ML system that
recommends products to a user based on their age, gender,

1An ML system is a machine learning service that internally uses an ML
model. A formal definition is given in Section III-A

2Note that sensitive attributes and non-sensitive attributes can be different
from user to user. For example, Alice may want to keep her age and occupation
secret, but may not mind if her purchase history is disclosed to someone. On
the other hand, Bob may want to keep his purchase history for sensitive items
as secret, while he may not care about his age and occupation being public.



occupation, and purchase history. Here, the output of the ML
system is the recommended product; the users consider their
purchase history of delicate/personal items (e.g., medicine,
pornography) as sensitive information, and all other data
as non-sensitive information. Further, consider the situation
where the users publicize their recommended products through
SNS sites. Here, even though the users may consider attributes
such as their age, gender and occupation as non-sensitive, it is
not an easy task for an adversary to acquire these values (e.g.,
the users may have disclosed this information only to their
close friends on the SNS sites, or have simply not disclosed
them for other reasons). In these scenarios, the adversary
cannot use the model inversion attacks of [10], [11], since
their attacks require a priori the non-sensitive attribute values.
Therefore, ideally, we want model inversion attacks that work
without knowledge of the non-sensitive attributes of the target
user.

In this paper, we propose a new framework for model
inversion attacks that enables the adversary to infer sensitive
attribute values of a target user without knowledge of their
non-sensitive attributes. Specifically, we focus on (online)
prediction systems, where users provide their personal data,
and a prediction model is updated online based on the personal
data. Examples of such systems include product recommenda-
tion systems [1]–[3] and destination prediction systems [7]–
[9]. Namely, we propose a general model inversion (GMI)
framework for prediction systems and model the amount of
auxiliary information the adversary possesses prior to the
attack. The GMI framework allows us to model a new type
of model inversion attack for prediction systems that can be
carried out without knowledge of non-sensitive attributes, and
captures the scenarios considered by Fredriksson et al. [10],
[11] as a special case.

At first glance, this formalization may seem unhelpful, since
it appears to be very difficult to infer the sensitive attribute
values of a user from only the prediction output and without
knowledge of the other inputs (non-sensitive attribute values).
In other words, such an attack may not even be possible.
However, we try to bypass this difficulty by taking advantage
of the fact that prediction systems can be modified. Notably,
we borrow ideas from the data poisoning paradigm [12]–
[23]. Data poisoning is a technique widely studied, mainly for
the purpose of maximizing the prediction error by injecting
malicious training data into the model. It has also been used
to boost (or reduce) the popularity of specific items in product
recommendation systems [23]. In this paper, we take another
look at data poisoning, and use the idea of injecting malicious
data in a novel way to achieve our purpose. Notably, we inject
malicious data into the set of training data to modify the ML
model into a target ML model without much degradation of
the prediction accuracy (we attempt to keep the prediction
accuracy unchanged to avoid detection). Here, the target ML
model is chosen in such a way that we can model invert them
without needing to know the non-sensitive attributes. Note that
this new type of model inversion attack enables the inference
of sensitive attribute values from only the output of the ML

model, even when non-sensitive attributes are not available to
the adversary.

We provide a concrete algorithm of our model inversion at-
tack for linear regression models. This is one of the most basic
ML models and is used for resolving the cold start problem of
recommender systems [24]. We show the effectiveness of our
model inversion attack through experimental evaluation using
two actual data sets.

A. Our contributions

Our contributions are summarized as follows:
• We propose a new framework called the general model

inversion (GMI) framework, which includes as a special
case the model inversion attack proposed by Fredrikson
et al. [10], [11]. This framework models the amount
of auxiliary information obtained by the adversary prior
to the attack. Notably, it enables a new type of model
inversion attack that infers sensitive attributes without the
knowledge of non-sensitive attributes by modifying the
ML model into a target ML model via data poisoning
(Section III).

• We provide a concrete algorithm of our model inversion
attack for linear regression models. The experimental
results using two actual data sets showed that our model
inversion attack, which does not require knowledge of
non-sensitive attributes, performs as well as the model
inversion attacks of [10], [11], which requires knowledge
of non-sensitive attributes. Put differently, an adversary
can possibly infer sensitive attributes of a target user
without obtaining the values of non-sensitive attributes
prior to the attack (Sections IV and V), which can be
regarded as a considerably more viable attack.

B. Paper Organization

The rest of the paper is organized as follows: Section II
overviews the model inversion attack proposed by Fredrikson
et al. [10], [11] and previous studies on data poisoning. Section
III provides our formalization of the general model inversion
(GMI) framework. Section IV provides a concrete algorithm
of our model inversion attack for linear regression models.
Section V evaluates the performance of our model inversion
attacks through experiments with actual data sets. Section VI
concludes this paper.

II. RELATED WORK

We overview model inversion attacks proposed by Fredrik-
son et al. [10], [11], and existing studies related to data
poisoning for ML systems.

A. Model Inversion Attacks

Model inversion attacks, proposed by Fredrikson et al. in
2014 and 2015 [10], [11], are attacks that expose sensitive
information using an ML system. At a high level, in the
attacks, the adversary obtains an output value from an ML
system for the target user, and infers the sensitive attribute
values of the corresponding input using the ML system for its
unintended purpose. We provide a detailed explanation below.



Algorithm 1 ModelInversion(f, y, (xT+1, . . . , xD),p, err)

for x̂1, . . . , x̂T in X1 × · · · × XT do
x̂← (x̂1, . . . , x̂T , xT+1, . . . , xD)T

rx̂ ← err(y, f(x̂)) ·
∏T

i=1 pi(x̂i)
end for
return argmaxx rx̂

Let f be an ML model (e.g., linear regression, neural
network) that makes a prediction using D attributes as input,
X = X1 × · · · × XD be an input attribute space, and Y be
an output space. Further denote x = (x1, . . . , xD)T ∈ X and
y ∈ Y as input attributes and an output value of the ML model
f , respectively, where (x1, . . . , xT ) are sensitive attributes and
(xT+1, . . . , xD) are non-sensitive attributes for some T ∈ [D].
Finally, let p = p1×· · ·×pD be a prior distribution of the input
attribute vector and err be a Gaussian error function. Then,
the model inversion attack of Fredrikson et al. is defined by
an algorithm ModelInversion(f, y, (xT+1, . . . , xD),p, err) →
(x1, . . . , xT ); in the attacks of Fredrikson et al., it is as-
sumed that the adversary knows the non-sensitive attributes
values (xT+1, . . . , xD). In particular, the adversary tries to
narrow down the candidates of the sensitive attribute values
(x1, . . . , xT ) by using the ML model f , the output value
y, the non-sensitive attributes (xT , . . . , xD) and the prior
distribution p. In the case where the sensitive attribute value is
not uniquely defined, the ModelInversion algorithm internally
picks one using the maximum a posteriori probability (MAP)
estimator with prior distributions p of the input attributes and
the Gaussian error function err. Algorithm 1 is the concrete
algorithm of the model inversion attack of Fredrikson et
al. [10], [11] (note that Fredrikson et al. [10], [11] defined
err as a likelihood; the posterior probability rx̂ is proportional
to the product of the likelihood err(y, f(x̂)) and the prior
probabilities p1(x̂1), · · · , pT (x̂T )).

Fredrikson et al. first applied their attack to linear regression
models [10], and then extended it to non-linear models such
as decision trees and neural networks [11]. For both cases,
they proved heuristically through experiments with actual
data sets that the success probabilities of acquiring sensitive
attributes improve, compared to attacks using only information
of the prior distribution p. Subsequently, Wu et al. [25]
formalized the model inversion attack of Fredrikson et al.
Here, their formalization only captures the attack model where
the adversary has all the knowledge on non-sensitive attributes
of the target users.

B. Poisoning to ML systems

Data poisoning attacks have been actively studied and are
used to degrade the performance of ML models dramatically
[12]–[23]. In the early stage, the security of poisoning was
theoretically analyzed in terms of probably approximately
correct (PAC) learning [12]–[14]. More recently, poisoning
attacks for particular ML models have been studied. Poisoning
attacks on support vector machines (SVMs), investigated by
Biggio et al. in [15], [16], are one of the recent representative

studies. They proposed a poisoning algorithm that injects a few
malicious data into the training data to drastically degrade the
performance of SVMs. Very recently, Li et al. [23] proposed
a poisoning attack on collaborative filtering, following the
same approach as Biggio et al. Furthermore, Can et al. [26]
proposed a poisoning attack on ML models, where data are
not maliciously injected, but rather maliciously removed from
the training data. In any case, all of the above poisoning
attacks aim to degrade the performance of the ML model,
or to boost/reduce the popularity of specific items in the
collaborative filtering system. Note that we use data poisoning
in a different way than previously; we use data poisoning to
alter an ML model into a desired ML model, which we can
use to make an attack. For further details on poisoning attacks,
we refer the readers to other survey papers [17]–[22].

III. GENERAL MODEL INVERSION FRAMEWORK

In this section, we propose a general model inversion
(GMI) framework, which is inspired by the seminal studies
of Fredrikson et al. [10], [11]. Our proposed framework
captures the scenarios of the previous studies, and also those
(previously uncaptured) scenarios where the adversary is not in
possession of the non-sensitive attributes. Recall that although
non-sensitive attributes are not kept hidden from the users, they
are not necessarily public information that the adversary can
acquire. Therefore, ideally, we want the model inversion attack
to succeed without needing to know what the non-sensitive
attributes are.

In the following, we first define the ML system we intend
to attack. Then, we provide our formalization of GMI attacks,
and discuss in detail the connection with previous studies and
how each phase can be implemented.

A. Attack Target: Prediction Systems

We first define an ML system as a system that internally
uses an ML model such as linear regressions, decision trees
and neural networks to offer services to users. In our work, we
consider a particular type of ML system called the prediction
system PredSys as our attack target for our model inversion
attack (see Fig. 1). As we mentioned in Section I, prediction
systems are widely used for applications such as product
recommendation systems [1]–[3] and destination prediction
systems [7]–[9]. We also define a prediction model f : X → Y
as an ML model that deterministically maps a D-dimensional
attribute vector x in the feature space X = X1 × · · · × XD to
a value y in the range Y . An attribute vector x is divided into
sensitive attributes (x1, . . . , xT ) and non-sensitive attributes
(xT+1, . . . , xD) for some T ∈ [D]. In the case where Y is
finite, we say the prediction model is used for classification,
and in the case where Y is infinite, we say it is used for
regression.

Furthermore, we assume the prediction model f is obtained
by supervised learning; we use some data set {zi}i∈[N ] =
{(xzi , yzi)}i∈[N ] to learn the model f , where N denotes the
number of training data. Here, we use subscripts (xz, yz) to
emphasize that they are training data, and distinguish it from
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the input and output of the prediction model. In particular,
we are interested in online sequential supervised learning,
which is often used in the aforementioned applications. Here,
the prediction model is trained iteratively as the data become
available online in a sequential manner. Formally, we define
a prediction system PredSys for the class of predicate models
F as follows.

Definition 1 (Prediction System): Let F be a class of
prediction models, X be a feature space and Y be the range
of the prediction models. Then, a prediction system PredSys
for F is a system consisting of two functions (learn, predict):

• learn(z = (xz, yz); f)→ ⊥ : The learn function takes as
input a training data z = (xz, yz) and updates internally
the current prediction model f ∈ F of the prediction
system PredSys to an prediction model fupt ∈ F . It
terminates by outputting a null symbol ⊥.

• predict(x; f) → y : The predict function takes as input
an attribute vector x ∈ X and outputs y = f(x) ∈ Y
as the prediction, where f ∈ F is the current prediction
model of the prediction system PredSys.

We provide some intuition on the above notations. Both
functions learn, predict can be run by anyone, and both func-
tions are implicitly parameterized by the current prediction
model of the prediction system PredSys. Notably, the “; f”
notation in the input indicates that the prediction model f is
implicit, i.e., the function does not require f as input. This
captures real-world systems where we do not know exactly
how machine learning algorithms are deployed in systems.
As an example, even if we do not know the internally used
current prediction model, we can add a new user with some
initial preferences to recommender systems to alter the inner
prediction model (using learn) or we can find out what kind
of items are recommended by the model by creating artificial
users (using predict).

B. General Model Inversion Attack

Here, we formalize the notion of general model inversion
(GMI) attacks. Our formalization aims to capture the scenarios
where we try to infer the sensitive attributes (x1, . . . , xT ) in
the input attribute x ∈ X from only the corresponding output
value y ∈ Y of the prediction model f . The key differences
between the attacks of Fredrikson et al. [10], [11] and ours is
that we do not require the adversary to know the values of the

non-sensitive attributes (xT+1, . . . , xD) in the input attribute
x.

At a high level, our approach is to modify the prediction
model of the prediction system PredSys in such a way that
we can recover the sensitive attributes of a user without
knowledge of the non-sensitive attributes. In doing so, we take
full advantage of the (learn, predict) functions of PredSys,
which can be run by anybody including the adversary. In
particular, we use function predict to infer parameters of the
current prediction model of PredSys (e.g., coefficient vectors
of linear regression models) and use function learn to modify
the current prediction model into a target prediction model,
which we know how to model invert. We formalize this
intuition below and discuss the syntax in detail in the next
subsection.

Definition 2 (General Model Inversion Attacks): Let F
be a class of prediction models, X be a feature space and
Y be the range of the prediction models. Let Ftgt ⊂ F
be a class of target prediction models. Then, a (general)
model inversion attack for the prediction system PredSys =
(learn, predict) for F is defined by the tuple of three algo-
rithms (Setup,Poisoning,ModelInversion):

• Setup(⋆) → (fcur, parsys): The setup algorithm out-
puts the current prediction model fcur ∈ F and some
system-specific parameter parsys of the prediction system
PredSys. Here, the input ⋆ is an arbitrary value that
depends on the environment.

• Poisoning(fcur, parsys, {zi = (xzi , yzi)}Ni=1) → ftgt :
The poisoning algorithm, given the current prediction
model fcur, a system-specific parameter parsys and a set
of malicious data {zi = (xzi

, yzi
)}Ni=1 ∈ (X × Y)N for

some N ∈ N as inputs, updates the prediction model of
the prediction system PredSys to some target prediction
model ftgt ∈ Ftgt and outputs ftgt.

• ModelInversion(ftgt, y, aux)→ (x1, . . . , xT ): The model
inversion algorithm, given a prediction model ftgt ∈ Ftgt,
some output y ∈ Y of a user and some auxiliary
information aux, outputs a tuple of sensitive attributes
(x1, . . . , xT ).

Here, we assume that all the algorithms implicitly take the
description of PredSys = (learn, predict) as input, i.e., they
can run learn, predict as a sub-protocol.

We discuss the above formalization in detail in the following
subsections. An illustrative figure of the GMI framework is
provided in Fig. 2.

C. Discussion of the Formalization

- Algorithm Setup: The setup algorithm is used to infer
the current prediction model fcur and some system-specific
parameter parsys of the prediction system PredSys. Usually,
parsys will express the parameters used internally by function
learn, e.g., the learning rate or the step size used to learn the
prediction model. If parsys is not required by the Poisoning
algorithm, it can be simply set as parsys = ⊥. One way to
construct the Setup algorithm is by using the function predict
provided by PredSys. Namely, we iteratively run the function
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predict on well-chosen inputs x ∈ X to obtain y ∈ Y , and
narrow the candidates of the prediction model. A concrete
example is given in the next section. Finally, note that although
the Setup algorithm can be run many times, we intentionally
name it Setup to emphasize that we only need to run it once.

- Algorithm Poisoning: The poisoning algorithm is used to
modify the current prediction model fcur of the prediction
system PredSys into a target prediction model ftgt, i.e., a
prediction model that we know how to model invert. Here,
we do not specify which target prediction model ftgt it is in
Ftgt. At a high level, we will use the function learn provided
by the prediction system PredSys to inject malicious data into
the prediction model f . We initially require fcur and parsys as
inputs to find out what kind of state the prediction system is
in.

- Algorithm ModelInversion: The model inversion algorithm
is used to infer the sensitive attribute of a target user. The
auxiliary information aux signifies the amount of resource an
adversary has. In particular, if aux represents the non-sensitive
attributes (xT+1, · · · , xD) and the prior distribution p, then we
recover the model of Fredrikson et al. [10], [11]. Furthermore,
in the case where the adversary is not in possession of the
non-sensitive attributes, then aux is simply set as the prior

distribution p3. We may formalize any auxiliary information
aux by defining an appropriate function g(x) for an attribute
x ∈ X .

IV. APPLICATION TO LINEAR REGRESSION MODELS

In this section, we provide a (general) model inversion
attack for a prediction system using linear regression models
as its prediction model. Notably, we introduce target linear re-
gression models that enable the inference of sensitive attribute
values from only the output value, and provide a concrete
description of our model inversion attack defined by the three
algorithms (Setup,Poisoning,ModelInversion).

A. Prediction Systems using Linear Regression Models

Here, we define the type of prediction system PredSys =
(learn, predict) we attack following the formalization in Sec-
tion III-A. We first formally define the class FLin of linear
regression models, which is essentially equivalent to defining
the function predict.

Definition 3 (Class of Linear Regression Models): Let X be
the feature space and Y be the output space. We define a linear
regression model fw : X → Y as the following polynomial:

fw(x) = wTx = w0 + w1x1 + · · ·wDxD, (1)

where x = (1, x1, · · · , xD) ∈ X is an attribute vector and
w ∈ RD+1 is the regression coefficients. We define a class of
linear regression models FLin as follows:

FLin = {fw | ∀w ∈ RD+1}. (2)

Next, we discuss what kind of function learn we are con-
sidering for the prediction system PredSys. As we discussed
in Section III-A, we consider online sequential supervised
learning as most suitable learning learning algorithm for
training the prediction model. In particular, for our work, we
chose the stochastic gradient descent (SGD) algorithm [27]
defined as follows.

Definition 4 (Stochastic Gradient Descent): Let f be a
model in the class of linear regression models FLin. Given
a training data set {zi}i∈[N ] = {(xzi , yzi)}i∈[N ], the stochas-
tic gradient descent (SGD) algorithm updates the regression
coefficients w of f using the following equation:

w(i+1) = w(i) + η(yzi − w(i)Txzi)xzi , 1 ≤ i ≤ N, (3)

where η is the learning rate.
Finally, in this paper, we utilize the root mean square error

(RMSE) as a measure of the prediction accuracy of linear
regression models.

Definition 5 (Root Mean Square Error): Suppose a data set
{(xi, yi)}i∈[N ] for evaluation, where N is the number of data.
Let f be a model in a class of linear regression models FLin.
The root mean square error (RMSE) of f is defined as:

Rf =
1

N

N∑
i=1

(yi − f(xi))
2. (4)

3We assume that the prior distribution p is obtainable in some particular
form as done in previous studies (see [10], [11]).



B. Overview of Our Approach

Before diving into a full description of our concrete (gen-
eral) model inversion attack, we provide an overview our
approach. Namely, we describe what we consider as our target
prediction models and provide intuition on our data poisoning
algorithm.

1) Target Prediction Model: Here, we define the class of
target linear regression models Ftgt ⊂ FLin (i.e., the target
prediction model). Recall from Section III-B that a target
prediction model allows one to infer the sensitive attributes
(x1, · · · , xT ) of the input x = (1, x1, · · · , xD)4 using only
the knowledge of the corresponding output y. Intuitively, we
would like to define the class of Ftgt in such a way that the
output value y is uniquely determined from only the sensitive
attributes. In the case of linear regression models, one way
to approach this is by ensuring that none of the non-sensitive
attributes contribute to the prediction model. The following
target prediction model captures this intuition:

Definition 6 (Class of Target Prediction Models): Let FLin

be a class of linear regression models. Given an input vector
x = (1, x1, . . . , xT , . . . , xD)T in the feature space X where
(x1, . . . , xT ) are the sensitive attributes and (xT+1, . . . , xD)
are the non-sensitive attributes, we define a target prediction
model fw ∈ FLin as the following polynomial:

fw(x) = wTx = w0 + w1x1 + · · ·wTxT , (5)

where w is the regression coefficients in the space RT+1 ×
{0}D−T (i.e., w = (w0, · · · , wT , 0, · · · , 0)T ). We define a
class of target prediction models Ftgt ⊂ FLin as follows:

Ftgt = {fw | w ∈ RT+1 × {0}D−T } (6)

Note that although we defined the target model as described
above, there may be many more candidates for the target
model. The rule of thumb to keep in mind is to define the
target model so that the output value y has a small preimage.

2) Poisoning Algorithm: Here, we provide an overview of
how to construct the data poisoning algorithm to alter the
current prediction model fcur ∈ FLin to a target prediction
model ftgt ∈ Ftgt. Namely, recalling the definition of ftgt, we
have to inject malicious data z = (xz, yz) into the prediction
system PredSys in such a way that the regression coefficients
wT+1, · · · , wD corresponding to the non-sensitive attributes
will be set to zero. Intuitively, we would like to inject as little
malicious data as possible into the prediction system PredSys
to accomplish this goal.

In the following, let zDB = {zi}Ni=1 be a set of actual data,
where N is some positive integer. For the time being assume
zDB is provided and we later discuss how to actually create
this. To create malicious data, we first sample z from zDB,
where z = (xz, yz), xz = (1,xsen,xnon-sen) and xsen (resp,
xnon-sen) denotes the sensitive attributes (xz1 , · · · , xzT

) (resp.
non-sensitive attributes (xzT+1 , · · · , xzD )). Our strategy is to

4Note that we alter the syntax a little to cope with the bias term of the
linear regression model. Namely, the feature space is defined as X = {1} ×
X1 × · · · × XD .

view xsen as fixed values and xnon-sen as variables; in other
words, even though we are given xnon-sen, we consider their
values to be unknown. In particular, we solve the following
D − T simultaneous equations for xnon-sen:

0 = wj + η(yz −wTxz)xzj (T + 1 ≤ j ≤ D), (7)

where η is the learning rate, which is part of the system-
specific parameter parsys given to algorithm Poisoning as input.
Recall that parsys is outputted by the algorithm Setup. Here,
let x̄non-sen denote the solution to the above equation. By
looking at equation (3), we can see that the above equation is
solving for x̄non-sen that would set the regression coefficients
of the non-sensitive attributes in the next iteration in the
SGD algorithm to zero. Therefore, ideally, if we are able
to inject the malicious data {(1,xsen, x̄non-sen), yz} into the
prediction system PredSys, we would be able to alter the
current prediction model fcur into a target prediction model
ftgt with a single piece of malicious data. However, this may
not be possible, since depending on the values of x̄non-sen, the
prediction system PredSys may not allow such inputs. Hence,
in the case where Xj = [xmin

j , xmax
j ] for each attribute space

Xj , then we check whether x̄zj falls within this interval, and
if not we set the values to either xmin

j , xmax
j depending on

whether x̄zj is larger than the maximum value or not.
Now, we discuss the aforementioned issue on how to create

the set zDB consisting of actual data. One way to create
this set is to generate data from scratch. Assuming we are
given the prior distribution p for the attribute vectors, we can
sample x from it and run the function predict(x) → y. For
recommender systems, this corresponds to creating dummy
users. Another way is to use publicly available data sets that
may have some correlations with the data sets we want to
acquire. Namely, even if the data set we get our hands on is
not the actual data set we want, it may be possible to format
the data set by piecing it together. Continuing on with the
example of recommender systems, even if we cannot obtain
full information on who likes what other kinds of items, we
can easily collect information on what kind of items are often
bought together. Finally, one can also consider the possibility
that adversaries collude and pool their data and collect actual
data from their friends to prepare zDB. This approach is
especially effective when the required number of malicious
data is small (e.g., tens, a hundred), as in our experiments in
Section V.

Finally, we note that although it is not required, it would be
preferable to maintain the prediction accuracy of the target
prediction model ftgt compared to the original prediction
model fcur. This is mainly motivated by the desirability of
evading detection of a poisoning attack from the prediction
system PredSys. For the experiment, which we conduct in the
next section, we see that for some data sets the prediction
accuracy does not degrade as much as anticipated.

C. Algorithm Construction

In this section, we provide a concrete algorithm of our
model inversion attack (Setup,Poisoning,ModelInversion) for



Algorithm 2 Setup(zDB)

function estimateCoeffs
for j = 0 to D do

x
$← X

y ← predict(x)
eq[j]← y = wTx

end for
w← solve(eq,w)
return w

end function

w(i) ← estimateCoeffs
z

$← zDB

⊥ ← learn(z)
w(i+1) ← estimateCoeffs
eq← w

(i+1)
j = w

(i)
j + η(yz −w(i)Txz)xzj

η ← solve(eq, η)
return (fcur := fw(i+1) , parsys := η)

the prediction system PredSys = (learn, predict) for the class
of linear regression models FLin.

a) Algorithm Setup: In order to construct the poisoning
algorithm based on the strategy discussed in Section IV-B,
we first need to infer the regression coefficients w of the
current prediction model fw ∈ FLin and the learning rate η of
Equation (3). Algorithm 2 is the complete description of our
algorithm Setup. x = (1, x1, . . . , xT , . . . , xD)T is an input
attribute in the feature space X = {1} × X1 × · · · × XD. The
symbol $← signifies the operation of random sampling from a
given set. We denote eq as an array to store multiple equa-
tions, and let eq[j] denote the j-th equation. The algorithm
solve solves the simultaneous equations specified in the first
argument for the symbols specified in the second argument.

We extensively use the power of functions predict and learn
of the prediction system PredSys to estimate the prediction
model fcur (i.e., the regression coefficients w) and the system-
specific value parsys (i.e., the learning rate η). First, for the
regression coefficients w, the adversary calls the function
predict D + 1 times to generate the D + 1 simultaneous
equations based on Equation 1. The adversary obtains the
values of the coefficients w by solving those simultaneous
equations. Second, the learning rate η can be calculated from
the regression coefficients w(i) and w(i+1) before and after an
update of a prediction model f . After referring to the values of
w(i), the adversary provides training data z using the function
learn, and then infers the values in w(i+1). The value of η is
estimated using the j-th equation of Equation (3).

b) Algorithm Poisoning: Algorithm 3 is the complete
description of our data poisoning algorithm for the prediction
system PredSys = (learn, predict), where the current predic-
tion model is fcur ∈ FLin (outputted by the Setup algorithm).
Below, we use the same notation as Algorithm 2. In addition,
we denote (list).any as the set of all the elements stored in
the list and denote clear variable(var) as a function to clear

Algorithm 3 Poisoning(fcur = fw, parsys = η, zDB)

while (wT+1, . . . , wD).any ̸= 0 do
(xz, yz)

$← zDB

clear variable(xz(T+1)
, . . . , xzD

)
for j = T + 1 to D do

eq[j]← 0 = wj + η(yz −wTxz)xzj

end for
x̄z(T+1)

, . . . , x̄zD
← solve(eq, (xz(T+1)

, . . . , xzD
))

for j = T + 1 to D do
if x̄zj

> xmax
j then

x̄zj ← xmax
j

else if x̄zj
< xmin

j then
x̄zj ← xmin

j

end if
end for
zpoison ← ((1, xz1 , . . . , xzT , x̄zT+1 . . . , x̄zD )

T, yz)
⊥← learn(zpoison)
for j = 0 to D do

wj ← wj + η(yzpoison −wTxzpoison)xzpoison,j

end for
w← (w0, w1 · · · , wD)T

end while
return ftgt = fw

whatever was set in the variable var.
Given an actual data set zDB, the adversary first samples

a data z = ((xz1 , . . . , xzT , . . . , xzD ), yz) from zDB. Then
the adversary (viewing the non-sensitive attributes xnon sen =
(xzT+1 , . . . , xzD ) as variables) solves the simultaneous equa-
tions of Equation (7) for xnon sen, and then replaces the
non-sensitive attribute values of z with the acquired solution
x̄non sen = (x̄z(T+1)

, . . . , x̄zD
). For the values falling outside

the domain [xmin
j , xmax

j ] of each attribute space Xj in the
solutions, the adversary replaces the value with the maximum
value xmax

j or the minimum value xmin
j of each domain.

Finally, the malicious data zpoison is injected into the prediction
system PredSys using the function learn. Here, the crucial
observation is that even if we update the current prediction
model f by running function learn, we can calculate the
updated prediction model f on our own; we do not have to
run the Setup algorithm for the next iteration. This process
is repeatedly conducted until wT+1 = · · · = wD = 0. In
the actual experiment, we also set the maximum number of
iterations as a hyper-parameter to specify how much poisoning
data we are willing to inject.

c) Algorithm ModelInversion: Algorithm 4 is the com-
plete description of our model inversion algorithm. Note that
we do not use the non-sensitive attributes (xT+1, . . . , xD) of
the target user as auxiliary information aux. The adversary
narrows down candidates of the sensitive attribute values
(x1, . . . , xT ) from the corresponding output value y and some
auxiliary information aux. The MAP estimator is constructed
with prior distributions p = (p1, . . . , pT )

T of the attributes in
an input vector x and a Gaussian error function err as with



Algorithm 4 ModelInversion(ftgt = fw, y, aux = (p, err))

for x̂1, . . . , x̂T in X1 × · · · × XT do
x̂← (1, x̂1, . . . , x̂T )

T

rx̂ ← err(y, f(x̂)) ·
∏T

i=1 pi(x̂i)
end for
return argmaxx̂ rx̂

Fredrikson et al.

V. EXPERIMENTAL EVALUATION

A. Experimental Setup

We evaluated the performance of our model inversion attack
using two actual data sets. In the following, we describe these
datasets in detail:

• How Americans Like Their Steak [28]. We refer to this
data set as data set A. Data set A concerns a survey on
steak preferences conducted by FiveThirtyEight. Specif-
ically, FiveThirtyEight conducted a survey on Ameri-
cans and collected their responses to questions such as
“How do you like your steak prepared?”, along with
their demographic information (e.g., household income,
age, and gender). In this paper, we assume a scenario
where a prediction system predicts the steak preference
using household income, age, gender, drinking habits, and
smoking habits as input via a linear regression model.
Since the household income had five categories, we used
one-hot-encoding (i.e., this attribute was represented by
a five-bit binary string). The input/output attributes are
shown in Table I.
We used the data of 335 users that did not include a
missing value in any attribute. We used the data of 200
users for training the prediction model fw, and the data
of the remaining 135 users for evaluation.

• MovieLens 1M Dataset [29]. We refer to this data set
as data set B. Data set B was collected by GroupLens
Research, and contains a movie rating, occupation, age,
gender, and timestamp. We assume a scenario in which
a prediction system predicts the movie rating using the
occupation, age, and gender as input. We used linear
regression models as the prediction models, which are
used for resolving the cold start problem of recommender
systems [24]. Since occupation has 21 categories, we
used a 21-bit binary string to represent the values. The
input/output attributes are shown in Table II.
We divided data set B into two data sets based on time.
We used the former set consisting of 727,376 ratings for
training of the prediction model fw, and the latter set
consisting of 272,689 ratings for evaluation.

In both data sets, we divided the input attributes x into sensi-
tive attributes and non-sensitive attributes. It should be noted
here that sensitive attributes and non-sensitive attributes can
differ from user to user (as described in Section I). Thus, we
tested various cases in determining sensitive attributes (instead
of uniquely determining sensitive attributes). Specifically, we

TABLE I
ATTRIBUTES OF DATA SET A.

Attribute Name Value
x1–x5 Household Five-bit binary string

income ($0-$24,999, $25,000-$49,999,
$50,000-$99,999, $100,000-$149,999,
or larger than $150,000)

x6 Age 0 (18-29), 1 (30-44), 2 (45-60), or 3 (61-)
x7 Gender 0 (woman) or 1 (man)
x8 Drinking 0 (not drink) or 1 (drink)
x9 Smoking 0 (not smoke) or 1 (smoke)
y Preference of 1 (rare), 2 (medium rare), 3 (medium),

steak 4 (medium well), or 5 (well)

TABLE II
ATTRIBUTES OF DATA SET B.

Attribute Name Value
x1–x21 Occupation 21-bit binary string (21 categories)
x22 Age 0 (under 18), 1 (18-24), 2 (25-34),

3 (35-44), 4 (45-49), 5 (50-55), or 6 (56-)
x23 Gender 0 (woman) or 1 (man)
y Rating 1, 2, 3, 4, or 5

selected (x1, · · · , xT ) as sensitive attributes for varying T ,
where T = 5, 6, 7, 8, or 9 in data set A, and T = 21, 22,
or 23 in data set B.

We used a fixed value η = 0.01 as a learning rate in
both data sets, and trained the prediction model fw using
the training data. Then we randomly selected malicious data
from the training data (we attempted 10 ways to randomly
select malicious data), and performed data poisoning using
the Setup algorithm and the Poisoning algorithm described
in Section IV-C. After the data poisoning procedure, we
performed our model inversion attack for the evaluation data.
Namely, we inferred, for each evaluation data, the sensitive
attributes from the output using the ModelInversion algorithm.

We evaluated the number of malicious data, the accuracy
of the prediction model fw, and the accuracy of our model
inversion attack. For the accuracy of the prediction model
fw, we evaluated RMSE using the evaluation data. For the
accuracy of our model inversion attack, we evaluated the
success rate, which is the ratio of the number of successful
attacks (i.e., attacks in which all of the inferred sensitive
attributes coincide with the true sensitive attributes) divided by
the number of attacks (i.e., the size of the evaluation data). For
comparison, we also evaluated the success rate of the model
inversion attack proposed by Fredrikson [10], [11] where the
adversary is provided with all the non-sensitive attribute values
prior to the attack. We averaged the number of malicious data,
RMSE, and the success rate over all the 10 ways of randomly
selecting malicious data to stabilize performance.

B. Evaluation Results

Tables III and IV show the experimental results (note that
we show the “average” number of malicious data, since we
averaged the number of malicious data over 10 ways of ran-
domly selecting malicious data, as described in Section V-A).
It can be seen that the average number of malicious data was



TABLE III
EXPERIMENTAL RESULTS (DATA SET A).

Sensitive Non-sensitive Average number of RMSE Success rate Success rate
attributes attributes malicious data (Our attack) (Attack of Fredrikson et al.)
x1–x9 - - 0.985 - 0.233
x1–x8 x9 6.3 1.009 0.240 0.244
x1–x7 x8–x9 46.5 1.013 0.278 0.274
x1–x6 x7–x9 69.9 1.021 0.493 0.504
x1–x5 x6–x9 79.6 1.040 0.741 0.778

TABLE IV
EXPERIMENTAL RESULTS (DATA SET B).

Sensitive Non-sensitive Average number of RMSE Success rate Success rate
attributes attributes malicious data (Our attack) (Attack of Fredrikson et al.)
x1–x23 - - 0.953 - 0.313
x1–x22 x23 20.3 0.961 0.355 0.367
x1–x21 x22–x23 74.0 0.968 0.607 0.618

about 80 at most. Although it does require some effort for
the adversary to collect these malicious data, we still consider
this to be realistic and a possible threat. This is because when
there are colluding adversaries that collect together about 80
actual data from themselves and their friends, they can use
these data as actual training data, and substitute them as the
source data set zDB for generating the malicious data set. (See
discussion in Section IV-B2.)

It can also be seen from Tables III and IV that the RMSE
hardly increased as a result of injecting malicious data into
the prediction system (note that when the adversary does
not perform data poisoning, the RMSE is 0.985 and 0.953
in data sets A and B, respectively). Notably, the increase of
the RMSE is at most 0.055 and 0.015 for datasets A and B,
respectively. Here, since the output values are rounded up to
the discrete values 1, 2, 3, 4, or 5 for both data sets, the above
slight increase of the RMSE does not affect the output of the
model by much in most cases. In other words, we can argue
that the adversary successfully modifies the prediction model
into a target prediction model without degrading the prediction
accuracy for these particular data sets.

Finally, it can be seen from Tables III and IV that the success
rate of our model inversion attack is almost the same as that of
the model inversion attack proposed by Fredrikson [10], [11].
We emphasize again that the model inversion attack in [10],
[11] requires the adversary to obtain all of the non-sensitive
attribute values of the target users prior to the attack, which
may not be an easy task as discussed in Section I. In contrast,
our model inversion attack does not require knowledge of the
non-sensitive attributes, and achieves the same success rate
as the model inversion attack in [10], [11]. Thus, we can
say that our model inversion attack successfully inferred the
sensitive attributes without requiring the adversary to obtain
non-sensitive attributes.

VI. CONCLUSION

In this paper, we proposed a general model inversion (GMI)
framework that models the amount of auxiliary information
obtained by the adversary prior to the attack. This framework

includes the model inversion attack proposed by Fredrikson
[10], [11] as a special case, and also enables a new type of
model inversion attack that does not require knowledge of
non-sensitive attributes. We provided a concrete algorithm of
our model inversion attack for linear regression models. The
experimental results using two actual data sets showed that our
model inversion attack successfully inferred sensitive attributes
without requiring knowledge of non-sensitive attributes, and
with very little degradation of the prediction accuracy of the
prediction model.

Although we successfully removed the non-sensitive at-
tributes from the auxiliary information that the adversary is re-
quired to possess prior to the attack, our model inversion attack
still requires the prior distribution p as auxiliary information.
As future work, we would like to develop a model inversion
algorithm that does not require the adversary to obtain the
prior distribution p. We would also like to develop a model
inversion algorithm for ML models other than linear regression
models (e.g., decision tree, SVM, neural network).
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